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CHAPTER 2 

Graphs 

In this first part of the book we develop some of the basic ideas behind graph theory -
the study of network structure. This approach allows us to formulate basic network 
properties in a unifying language. The central definitions discussed here are simple 
enough that we can describe them relatively quickly at the outset; after this, we consider 

some fundamental applications of the definitions. 

2.1 Basic Definitions 

Graphs: Nodes and Edges. A graph is a way of specifying relationships among a 
collection of items. A graph consists of a set of objects, called nodes, with certain pairs 
ofthese objects connected by links called edges. For example, the graph in Figure 2.1(a) 
consists of four nodes labeled A, B, C, and D; node B is connected to each of the other 
three nodes by edges, and nodes C and D are also connected by an edge. We say that 
two nodes are neighbors if they are connected by an edge. Figure 2.1 shows the typical 
w~y to draw a graph: a small circle represents each node, and a line connects each pair 

of nodes timt are linked by an edge. 
When looking at Figure 2.1 ( a), think of the relationship between the two ends of 

an edge as being symmetric; the edge simply connects them to each other. In many 
Settings, however, we want to express asymmetric relationships - for example, that A 
Points to B but not vice versa. Forthis purpose, we define a directed graph to consist 
~f a set of nodes, as before, tagether with a set of directed edges; each directed edge 
Is a link from one node to another, and the direction is important. Directed graphs are 
generally drawn as in Figure 2.1 (b ), with edges represented by arrows. When we want 
~0 emphasize that a graph is not directed, we can refer to it as an undirected graph, but 
In general the graphs we discuss will be undirected unless noted otherwise. 

Graphs as Models ofNetworks. Graphs are useful because they serve as mathematical 
models of network structures. With this in mind, it is useful before going further to 
rcplace the toy examples in Figure 2.1 with a real example. Figure 2.2 depicts the 
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(a) (b) 

Figure 2.1. Two graphs: (a) an undirected graph on four nodes and (b) a directed graph 
011 

four nodes. 

network structure of the Internet- originally called the Advanced Research Projects 
Agency Network (ARPANET)- from December 1970 [214], when it had only thirteen 
sites. Nodes represent computing hosts, and an edge joins two nodes in this drawing 
if there is a direct communication link between them. Ignoring the superimposed map 
of the United States (and the circles indicating blown-up regions in Massachusetts 
and Southern California), we can see that the rest of the image is simply a depiction 
of this thirteen-node graph using the same dots-and-lines style from Figure 2.1. Note 
that to show the pattern of connections, the actual placement or Iayout of the nodes 
is immaterial; all that matters is which nodes are linked to which other nodes. Thus, 
Figure 2.3 shows a different drawing of the samc thirtecn-node ARPANET graph. 

Graphs play a role whenever it is useful to represent how things are either phys
ically or logically linked to one another in a network structure. The thirteen-node 

Figure 2.2. A network depicting the sites on the Internet, ther~ ~nown ~5 th~~AN~2Tl d~ 
December 1970. (Image from F. Heart, A. McKenzie, ). McQurll1an, an D. a en, ' 
available online at http://som.csudh.edu/cis/lpress/history/arpamaps/.) 
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Figure 2.3. An alternate drawing of the thirteen-node Internetgraph from December 1970. 

ARPANET in Figures 2.2 and 2.3 is an example of a communication network, 
in which nodes are computers or other devices that can relay messages and the 
edges represent direct links along which messages can be transmitted. In Chapter 1, 
we saw examples from two other broad classes of graph structures: social networks, in 
which nodes are people or groups of people, and edges represent some kind of social 
interaction; and information networks, in which the nodes are information resources 
such as Web pages or documents, and edges represent logical connections such as 
hyperlinks, citations, or cross references. The list of areas in which graphs play a roJe 
is of course much broader than what can be enumerated here; Figure 2.4 gives a few 
more examples, and also shows that many images we encounter on a regular basis have 
graphs embedded in them. 

2.2 Paths and Connectivity 

We now turn to some of the fundamental concepts and definitions surrounding graphs. 
An enormous range of graph-theoretic notions have been studied, perhaps because 
graphs are so simple to define and work with. Indeed, the social scientist John Barnes 
once described graph theory as a "terminological jungle, in which any newcomer may 
plant a tree" [45]. Fortunately, for our purposes, we can get under way withjust abrief 
discussion of some of the most central concepts. 

Paths. Although we've been discussing examples of graphs in many ditJerent areas, 
there are clearly some common themes in the use of graphs across these areas. Perhaps 
foremost among these is the idea that things often travel across the edges of a graph, 
moving from node to node in sequence: for example, a passenger taking a sequence of 
airline flights, a piece of information being passed from person to person in a social 
network, or a computer user or a piece of software visiting a sequence of Web pages 
by following links. 

This idea motivates the definition of a path in a graph: a path is simply a sequence 
of nodes with the property that each consecutive pair in the sequence is connected by 
an edge. Sometimes it is also useful tothink of the path as containing notjust the nodes 
but also the sequence of edges linking these nodes. For example, the sequence of nodes 
MIT, nnN, RAND, UCLA is a path in the Internetgraph from Figures 2.2 and 2.3, as is 
the sequence CASE, LINCOLN, MIT, UTAH, SRI, UCSB. As we have defined it here, a path 
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Figure 2.4. Images of graphs arising in diffe;ent domains .. The ~epictions of (a) ai~line and (b) 
subway systems are examples of transportatlon netwo_rks, 111 wh1ch no~es are dest1nations and 
edges represent direct connectio.ns. Much of the termrnology surrou~d1~g graphs .derives from 
metaphors ~a~ed on transportat1on throußh a netw?rk of roads, ra1l l1nes, or a1rline flights. 
The prerequ1s1tes among college. courses 1n pa~t (~) 1s an example of a dependency network, 
in which nodes are tasks and d1rected edges 1nd1cate that. one t~sk must be performed be
fore another. The design of complex software systems and 1ndustrral processes often rec

1
u·1r l k . h . es 

the analysis. of enormou.s depenc en~y ne.twor s, Wlt. 1mportant consequences for efficient 
scheduling 1n those sett1ngs. The brrdge 1n part (d) IS an example of a structura/ network 
which has joints as nodes and physical linkages as edges. The internal frameworks of me~ 
chanical structures such as buildings, vehicles, or human bodies are basedonsuch networks 
and the area of rigidity theory, which is at the intersection of geometry and mechanical 
engineering, studies the stability of such structures from a graph-based perspective [3

881
. 

(Image sources: (a) www.airlineroutemaps.com/USNNorthwesL.Airlines_asia_pacific.shtml 
(b) www.wmata.com/metrorail/systemmap.cfm, (c) www.cs.cornell.edu/ugrad/flowchart.htm: 
(d) The State of Queensland- Department of Public Works 2009.) 
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can repeat nodes: forexample, SRI, STAN, UCLA, SRI, UTAH, MIT is a path. But most paths 
we consider will not do this; if we want to emphasize that the path we are discussing 
does not repeat nodes, we can refer to it as a sirnple path. 

Cycles. A particularly important kind of nonsimple path is a cycle, which informally 
is a "ring" structure such as the sequence of nodes LINC, CASE, CARN, HARV, BBN, MIT, 

LINC on the right-hand side of Figure 2.3. More precisely, a cycle is a path with at 
least three edges, in which the first and last nodes are the same, but otherwise all nodes 
are distinct. There are many cycles in Figure 2.3: SRI, STAN, UCLA, SRI is as short an 
example as possible according to our definition (because it has exactly three edges), 
while SRI, STAN, UCLA, RAND, BBN, MIT, UTAH, SRI is a significantly Ionger example. 

In fact, every edge in the 1970 ARPANET belongs to a cycle, and this was by design: 
if any edge were to fail (e.g., if a construction crew accidentally cut through the cable), 
there would still be a way to get from any node to any other node. More generally, 
cycles in communication and transportation networks are often present to allow for 
redundancy; they provide for alternative routes that go the "other way" around the 
cycle. In a social network of friendships, we also often notice cycles in everyday life, 
even if we don't refer to them as such. When you discover, for example, that your 
wife's cousin's close friend from high school is in fact someone who works with your 
brother, this is a cycle- consisting of you, your wife, her cousin, hishigh school friend, 
his coworker (i.e., your brother), and finally back to you. 

Connectivity. Given a graph, it is natural to ask whether every node can reach every 
other node by a path. With this in mind, we say that a graph is connected if, for 
every pair of nodes, there is a path between them. For example, the thirteen-node 
ARPANET graph is connected; and more generally, one expects most communication 
and transportation networks to be connected - or at least to aspire to be connccted -
since the goal is to move traffic from one node to another. 

However, there is no a priori reason to expect graphs in other settingstobe connected. 
For example, in a social network, one could easily imagine that there might exist two 
people for which it is not possible to construct a path from one to the other. Figurcs 2.5 
and 2.6 show examples of disconnected graphs. The first is a simple made-up example, 
while the second is built from the collaboration graph at a biological research center 
[134]: nodes represent researchers, and there is an edge between two nodes if the 
researchers appear jointly on a coauthored publication. (Thus, the edges in Figure 2.6 
represent a particular formal definition of collaboration- joint m1thorship of a published 
paper - and do not attempt to capture the network of more informal interactions that 
presumably take place at the research center.) 

Components. Figures 2.5 and 2.6 make visually apparent a basic fact about discon
nected graphs: if a graph is not connected, then it breaks apart naturally into a set of 
connected "pieces" - groups of nodes with the property that each group is connected 
when considered as a graph in isolation, and no two groups overlap. The graph in Fig
ure 2.5 consists of three such pieces: one consisting of nodes A and B, one consisting 
of nodes C, D, and E, and one consisting of the rest of the nodes. The network in 
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Figure 2.5. A graph with three connected components. 

Figure 2.6 also consists of three pieces: one piece of three nodes, one of four nodes 
and one that is much !arger. ' 

To make this notion precise, we say that a connected component of a graph (often 
shortened to the term component) is a subset of the nodes such that (i) every node in 
the subset has a path to every other and (ii) the subset is not part of some !arger set 
with the property that every node can reach every other. Notice how both conditions 
(i) and (ii) are necessary to formalize the intuitive meaning we intend: condition (i) 
says that the component is indeed internally connected, and condition (ii) says that it is 
really a free-standing "piece" of the graph, not a connected part of a !arger piece. (For 
example, we would not think of the set of nodes F, G, H, and J in Figure 2.5 as forming 
a component, because this set violates part (ii) of the definition. Although there are 

/r 
' I 
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\ .... 
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Figure 2.6. The collaboration graph of the biological research center Structural Genomics f 
Pathogenic Protozoa (SGPP; [134]), which consists of three distinct connected component~ 
This graphwas part of a comparative ~tudy of the collaboration-pattern graphs of nine research 
centers supported by the Nationalinstitutes of Health's Protein Structure Initiative; SGPP was an 
intermediate case between centers whose collaboration graph was connected and centers for 
which the graphwas fragmented into many small components. (Image from BioMed Central.) 
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paths among all pairs of nodes in the set, this set belongs to the I arger set consisting of 
F-M, in which all pairs are also linked by paths.) 

Dividing a graph into its components is of course only a first, global way of describ
ing its structure. Within a given component, there may be a richer internal structure that 
is important to an interpretation of the network. For example, thinking about the Im·gest 
component from Figure 2.6, in light ofthe collaborations that it represents, one notices 
certain suggestive features of the structure: a prominent node at the center and tightly
knit groups I inked to this node but not to each other. One way to formalize the roJe of the 
prominent central node is to observe that the largest connected component would break 
apart into three distinct components if this node were removed. Analyzing a graph 
in this way - in terms of its densely connected regions and the boundaries between 
them- is a powerful way of thinking about network structure, and it will be a central 
topic in Chapter 3. 

Giant Components. There is a useful qualitative way of thinking about the connected 
components of typicallarge networks, for which it helps to begin with the following 
thought experiment. Consider the social network of the entire world, with a link between 
two people if they are friends. Now, of course, this is a graph that we don't actually 
have explicitly recorded anywhere, but it is one where we can use our general intuitions 
to answer some basic questions. 

First, is this global friendship network connected? Presumably not. After all, con
nectivity is a fairly brittle property in that the behavior of a single node (or a small 
set of nodes) can negate it. For example, a single person with no Iiving friends would 
constitute a onc-node component in the global friendship network, and hence the graph 
would not be connected. Or the canonical "remote tropical island," consisting of people 
who have had no contact with the outside world, would also be a small component in 
the network, again showing that it is not connected. 

But therc is something more going on here. Jf you 're a typical reader of this book, 
then you have friends who grew up in other countries. You're in the same componcnt 
as all of these friends, since you have a path (containing a single edge) to each ofthem. 
Now, if you consider, say, the parents of these friends, your friends' parents' friends, 
their friends and descendants, then all of these people are in the same component 
as weil - and by now, we're talking about people who have never heard of you, may 
weil not share a language with you, may have never traveled anywhere near where 
you live, and may have bad enormously different life experiences. So even though the 
global friendship network may not be connected, the component you inhabit seems 
very !arge indeed- it reaches into most parts of the world, includes people from many 
different backgrounds, and seems in fact Iikely to contain a significant fraction of the 
world's population. 

This is in fact true when one Iooks across a range of network data sets. Large, 
complex networks often have what is called a giant component, which is a deliberately 
informal term for a connected component that contains a significant fraction of all 
nodes. Moreover, when a network contains a giant component, it almost always contains 
only one. To sec why, let's go back to the example ofthe global friendship network and 
try to imagine that there were two giant components, each with hundreds of millians of 
people. All it would take is a single edge from someone in the first of these components 



28 GRAPHS 

I ,,, 

{ J~ ! r 
\ 1'- t ! ' \ 

--< j{\ t· 

--~ 63 

--~-----·-
·' 

Figure 2.7. A network in which the nodes are students in a I arge A~erican. high school, and 
an edge joins any two who had a romantic relationship at some r.omt .dunng t~e 18-month 
period in which the study was conducted [49]. (Image from The Un1vers1ty of Ch1cago Press.) 

to someone in the second, and the two giant components would merge into a single 
component. In most cases, it's essentially inconceivable that some such edge wouldn't 
form, and hence two coexisting giant components are something one almost ncver 
sees in real networks. When a giant component exists, it is thus generally unique and 
distinguishable as a component that dwarfs all others. 

In fact, in some of the rare cases when two giant components have coexisted for a 
long time in a real network, their merging has been sudden, dramatic, and ultimatel 
catastrophic. For example, Jared Diamond's book Guns, Germs, and Steel [ 130] devot ~ 
much of its attention to the cataclysm that bet'ell the civilizations of the Weste~s 
Hemisphere when European explorers began arriving in it roughly half a millenniur~ 
ago. One can view this development from a network perspective as follows: 5,000 
years ago, the global social network likely contained two giant components- one in the 
Americas and one in the Europe-Asia land mass. Because of this division, technolog 
evolved independently in the two components and, perhaps even worse, human disease~ 
also evolved independently; when the two components finally came in contact, the 
technology and diseases of one quickly and disastrously overwhelmed the other. 

The notion of giant components is also useful for reasoning about networks on much 
smaller scales. The collaboration network in Figure 2.6 is one simple example; another 
interesting example is depicted in Figure 2.7, which shows the romantic relationships 
in an American high school over an 18-month period [49]. (These edges were not all 
present at once; rather, there is an edge between two people if they were romantically 
involved at any point during the time period.) The fact that this graph contains such a 
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!arge component is significant when one thinks about the spread of sexually transmitted 
diseases, which was a focus of the researchers performing the study. A high school 
student may have had a single partner over this time period and nevertheless- without 
realizing it- may have been part of this ]arge component and hence part of many paths 
of potential transmission. As Bearman, Moody, and Stove] note in their analysis of this 
network, "These structures reflect relationships that may be long over, and they link 
individuals together in chains far too Jong to be the subject of even the most intense 
gossip and scrutiny. Nevertheless, they are real: Iike social facts, they are invisible yet 
consequential macrostructures that arise as the product of individual agency." 

2.3 Distance and Breadth-First Search 

In addition to simply asking whether two nodes are connected by a path, it is also 
interesting in most settings to ask how lang such a path is; in transportation, Internet 
communication, or the spread of news and diseases, it is often important whether 
something flowing through a network has to travel just a few hops or many. 

To be able to talk about this notion precisely, we define the length of a path to be 
the number of steps it contains from beginning to end- in other words, the number of 
edges in the sequence that comprises it. Thus, for example, the path MIT, BBN, RAND, 

UCLA in Figure 2.3 has length 3, while the path MIT, UTAH has length 1. Using the 
notion of a path's length, we can talk about whether two nodes are close together or 
far apart in a graph. In particular, the distance between two nodes in a graph is defined 
as the length of the shortest path between them. For example, the distance between the 
nodes LINC and SRI is 3, although to believe this you have to first convince yourself that 
there is no length 1 or length 2 path between them. 

Breadth-First Search. Foragraph like the one in Figure 2.3, we can generally figure 
out the distance between two nodes just by looking at the picture, but for graphs that 
are even somewhat more complicated, we need some systematic method to determine 

distances. 
The most natural way to do this - and also the most efficient way to calculate 

distances for a !arge network data set using a computer- is the way you would probably 
do it if you really needed to trace out distances in the global friendship network (and 
had the unlimited patience and cooperation of everyone in the world). This procedure 
is pictured in Figure 2.8. 

1. First declare all of your actua1 friends to be at a distance of 1. 
2. Then find all of their friends (not counting people who are a1ready friends of 

yours), and dec1are thesetobe at a distance of 2. 
3. Then find all of their friends (again, not counting peop1e whom you've already 

found at distances of 1 and 2) and dec1are thesetobe at a distance of 3. 
( ... ) Continuing in this way, search in successive Jayers, each of which represents 

the next distance out. Each new 1ayer is built from all those nodes that (i) have 
not already been discovered in earlier layers and (ii) have an edge to some node 
in the previous 1ayer. 
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Figure 2.8. ßreadth-first search discovers the distances to n?des one "!ayer" at a time; each 
layer is built of nodes that have an edge to at least one node 1n the prev1ous layer. 

This technique is called breadth-jirst search, since it searches the graph outward from 
a starting node, renehing the closest nodes first. In addition to providing a mcthod of 
determining distances, it can also serve as a useful conceptual framework to organizc 
the structure of a graph, arranging the nodes based on their distances from a fixed 
starting point. 

Of course, despite the social-network metaphor we uscd to describe breadth-first 
search, the process can be applied to any graph: one just keeps discovering nodes in a 
layer-by-layer fashion, building each new layer from the nodes that are connected to 
at least one node in the previous layer. For cxample, Figurc 2.9 shows how to discover 
all distances from the node MIT in the thirteen-node ARPANET graph from Figure 2.J. 

The Small-World Phenomenon. As with our discussion of the connected components 
in a graph, there is something qualitative we can say, beyond the formal deflnitions, 
about distances in typicallarge networks. If we go back to our thought experiments 

011 
the global friendship network, we see that the argument explaining why you belong 
to a giant component in fact asserts something stronger: not only are there paths of 
friends connecting you to a large fraction of the world's population, but these paths 
are surprisingly short. Take the example of a friend who grew up in another country: 
following a path through this friend, to his or her parents, and to their friends, you havc 
followed only three steps and ended up in a different part of the world, in a different 
generation, with people who have very little in common with you. 
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distance 1 

distance 2 

distance 3 

Figure 2.9. The layers arising from a breadth-first of the December 1970 ARPANET, starting at 
the node MIT. 

This idea has been termed the small-world pizenamenon - the idea that the world 
Iooks "small" when you think of how short a path of friends it takes to get from you 
to almost anyone eise. It is also known, perhaps more memorably, as the six degrees 
of separation; this phrase comes from the play of this title by John Guare [200], and 
in particular from the line uttered by one of the play's characters: "I read somewhere 
that everybody on this planet is separated by only six other people. Six degrees of 
separation. Between us and everyone else on this planet." 

The first experimental study of this notion - and the origin of the number "six" in 
the pop-cultural mantra-was performed by Stanley Milgram and his colleagues in the 
1960s [297, 391 ]. Lacking any of the massive social-network data sets available today, 
and with a budget of only $680, Milgram setout to test the speculative idea that people 
are really connected in the global friendship network by short chains of friends. To 
this end, he asked a collection of 296 randomly chosen "starters" to try forwarding a 
Ietter to a "target" person- a stockbroker who lived in a suburb of Boston. The starters 
were each givcn some personal information about the target (including his address and 
occupation) and were asked to forward the Ietter to someone they knew on a first-name 
basis, with the same instructions, to eventually reach the target as quickly as possible. 
Each Ietter thus passed through the hands of a sequence of friends in succession, 
and each thereby formed a chain of people that closed in on the Stockbroker outside 
Boston. 

Figure 2.10 shows the distribution of path lengths among the sixty-four chains that 
succeeded in reaching the target; the median length was six- the number that made its 
way two decades later into the title of Guare's play. Timt so many letters reached their 
destination, and by such short paths, was a striking fact when it was first discovered, and 
it remains so today. Of course, it is worth noting a few caveats about the experiment. 
First, the experiment clearly does not establish a statement quite as boldas "six degrees 
of separation between us and everyone else on this planet": the paths were just to a 
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Figure 2.10. A histogram from Travers and Milgram's paper on their small-world experirnent 
[391]. For each possible length (labeled "number of intermediaries" on the x-axis), the plot 
shows the number of successfully completed chains ofthat length. ln total, sixty-four chain 
reached the target person, with a median chain length of six. (Image from the Arnerica~ 
Sociological Association.) 

single, fairly affluent target; many letters never arrived; and attempts to re-create th 
experiment have been problematic due to Iack of participation [255]. Second, one ca~ 
ask how useful these short paths really are to people in society: even if you can reacl 
someone through a short chain of friends, is this fact useful to you? Does it mean you 'r~ 
truly so~ially "clos~" to them? Milgra_m himselfmuse.d about.this in hisoriginal paper 
[297]; hts observatwn, paraphrased shghtly, was that tf we thmk of euch person as the 
center of their own social "world," then "six short steps" becomes "six worlds apart" _ 
a change in perspective that makes six sound Iike a much !arger number. 

Despite these caveats, the experiment and the phenomenon that it hints at have 
formed a crucial aspect in our understanding of social networks. In the years since the 
initial experiment, the overall conclusion has been accepted in a broad sense: social 
networks tend to have very short paths between essentially arbitrary pairs of people. 
And even if your six-step connections to chief executive officers and politicalleaders 
don't yield immediate payoffs on an everyday basis, the existence of all of these short 
paths has substantial consequences for the potential speed with which information 
diseases, and other kinds of contagion can spread through society, as weil as for th~ 
potential access that the social network provides to opportunities and to people with 
very different characteristics. All these issues, and their implications for the processes 
that take place in social networks, are rich enough that we will devote Chapter 20 to a 
more detailed study of the small-world phenomenon and its consequences. 
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Figure 2.11. The distribution of distances in the graph of all active Microsoft Instant Messenger 
user accounts, in which an edge joins two users if they communicated at least once du ring a 
month-long observation period [2 73]. 

Instant Messaging, Pani Erdös, and Kevin Bacon. One reason for the current em
pirical consensus that social networks generally are "small worlds" is that this notion 
has been increasingly contirmed in settings where we do have full data available on 
the network structure. Milgram was forced to resort to an experimcnt in which Jettcrs 
served as "tracers" through a global friendship network that he had no hope of fully 
mapping on his own; but for other kinds of social network data in which the full graph 
structure is known, one can just Ioad it into a computer and perform a breadth-tirst 
search procedure to determine what typical distances Iook Jike. 

One of the largest such computational studies was performed by Jure Leskovec and 
Eric Horvitz [273]. They analyzed the 240 million active user accounts on Microsoft 
Instant Messenger (IM) and built a graph in which each node corresponds to a user. 
There is an edge between two users if they engaged in a two-way conversation at 
any point during a month-long observation period. As employees of Microsoft at the 
time, Leskovec and Horvitz had access to a complete snapshot of the system for 
the month under study, so there were no concerns about missing data. This graph 
turned out to have a giant component containing almost all of the nodes, and the 
distances within this giant component were very small. Indeed, the distances in the 
IM network closely corresponded to the numbers from Milgram's experiment, with an 
estimated <lVerage distance of 6.6 and an estimated median of 7. Figure 2.11 shows the 
distribution of distances averaged over a random sample of 1,000 users: breadth-tirst 
search was performed separately from each of these 1,000 users, and the results from 
these 1,000 nodes were combined to produce the plot in the tigure. The reason for this 
estimation by sampling users is computational: the graphwas so !arge that performing 
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Figure 2.12. Ron Graham's hand-drawn picture of a part of the mathematics collaboration 
graph, centered on Paul Erdös [189]. (Image courtesy of Ron Graham.) 

breadth-first search from every single node would have taken an astronomical amount 
of time. Producing plots like this efficiently for massive graphs is an interesting research 
topic in itself [338J. 

In a sense, the plot in Figure 2.11 starts to approximate, in a striking way, Wh, 
. d d I d' 'b · <lt Milgram and his colleagues were trymg to un erstan - t 1e 1stn utwn of how f.· 

apart we all are in the ful.l global ti·ieml.ship network .. At the same time, reconcili~~ 
the structure of such mass1ve data sets wtth. the .underly1~g networks they are trying to 
measure is an issue that comes up here, as 1t Will many tunes throughout the book. I 
this case, enormaus as the Microsoft IM study was, it re~ains some distance away fro~ 
Milgram's goal: it only tracks people who are technologlcally endowed enough to have 
access to instant messaging and, rather than basing the. graph on who is tru!y fricnds 
with whom, it can only observe who talks to whom dunng an observation period. 

Turning to a smaller scale- at the Ievel ofhundreds of thousands of people rather th an 
hundreds of millions- researchers have also discovered very short paths in collaboration 
networks within professional communities. In the domain of mathematics, for exarnple 
people often speak of the itinerant rnathematician Paul Erdös, who published roughl; 
1,500 papers during his career, as a centnll figure in the collaborativc structure of the 
field. To make this precise, we can deflne a collaboration graph as we did for Figure 2.6, 
in this case with nodes corresponding to rnathernaticians, and edges connecting pairs 
of mathematicians who have jointly authorcd a paper. (While Figure 2.6 concerned 
a single research Iab, we are now talking about collaboration within the entire field 
of mathematics.) Figure 2.12 shows a srnall hand-drawn piecc of the collaboration 
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graph, with paths leading to Paul Erdös [189]. Now, a mathematician's Erdös number 
is the distance from him or her to Erdös in this graph [198]. The point is that most 
mathematicians have Erdös numbers of at most 4 or 5, and- extending the collaboration 
graph to include coauthorship across all the sciences - most scientists in other fields 
have Erdös numbers that are comparable or only slightly !arger: Albert Einstein's is 
2; Enrico Fermi's is 3; Noam Chomsky's and Linus Pauling's are each 4; and Francis 
Crick's and James Watson's are 5 and 6, respectively. The world of science is truly a 
small one in this sense. 

Inspired by some mixture of the Milgram experiment, John Guare's play, and a 
compelling beliefthat Kevin Bacon was the center of the Hollywood universe, three 
students at A1bright College in Pennsylvania sometime around 1994 adapted the idea 
of Erdös numbers to the collaboration graph of movie actors and actresses: nodes 
are performers, an edge connects two performers if they've appeared together in a 
movie, and a performer's Bacon manher is his or her distance in this graph to Kevin 
Bacon [372]. Using cast lists from the Internet Movie Database (IMDb), it is possible 
to compute Bacon numbers for all performers via breadth-first sear·ch; and as with 
mathematics, it's a small world indeed. The average Bacon number, for all performers 
in the IMDb, is approximately 2.9, and it is achallenge to find one that's !arger than 5. 
Indeed, it's fltting to conclude with a movie enthusiast's description of his late-night 
attempts to find the largest Bacon number in the IMDb by hand: "With my life-long 
passion for movies, I couldn't resist spending many hours probing the dark recesses of 
film history until, at about I 0 AM on Sunday, I found an incredibly obscure 1928 Soviet 
pirate film, Plenniki Morya, starring P. Savin with a Bacon number of 7, and whose 
supporting cast of 8 appeared nowhere eise" [ 197]. One is left with the image of a long 
exploration that arrives finally at the outer edge of the movie world- in the early history 
of film, in the Soviet Union- and yet in another sense, only eight steps from where it 
started. 

2.4 Network Data Sets: An Overview 

The explosion of research on large-scale networks in recent years has been fueled to 
a significant extent by the increasing availability of !arge, detailed network data sets. 
We've seen examples of such data sets throughout these first two chapters, and it is 
useful at this point to step back and think more systematically about where people have 
been getting the data that they employ in large-scale studies of networks. 

To put this in perspective, we note first of all that there are several distinct reasons 
why you might study a particular network data set. One reason is that you may care 
about the actual domain that the data set comes from, so that fine-grained details of the 
data are potentially as interesting as the broad picture. Another reason is that you may 
be using the data set as a proxy for a related network that is impossible to measure -
for example, in the way the Microsoft IM graph from Figure 2.11 gave us information 
about distances in a social network of a scale and character that begins to approximate 
the global friendship network. A third possibility isthat you may be looking for network 
properties that appear to be common across many different domains, and so finding 
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a similar effect in unrelated settings can suggest that it has a certain universal nature, 
with possible explanations that are not tied to the specifics of any one of the domains. 

Of course, all three of these motivations are often at work simultaneously, to varying 
degrees, in the same piece of research. For example, the analysis of the Microsoft IM 
graph gave us insight into the global friendship network. However, at a more specific 
Ievel, the researchers performing the study were also interested in the dynamics of 
instant messaging in particular, and at a more generallevel, the results of the IM graph 
analysis fit into the broader framework of small-world phenomena that span many 
domains. 

As a final point, here we are concerned with sources of data on networks that are 
Zarge. If one wants to study a social network on 20 people- say, within a small company, 
or a fraternity or sorority, or a karate club as in Figure 1.1 - then one strategy is to 
interview all the people involved and to ask them who their friends are. But if we want 
to study the interactions among 20,000 people, or 20,000 individual nodes of sorne 
other kind, then we need to be more opportunistic in where we Iook for data: except 
in unusual cases, we can't simply go out and collect everything by hand, and so we 
need to think about settings in which the relevant information has in some essential 
way already been collected for us. 

With this in mind, let's consider some of the main sources of large-scale network 
data that people have used for research. The resulting Iist is far from exhaustive, and 
the categories arenot truly distinct- a single data set can easily exhibit characteristics 
from several. 

Collaboration Graphs. Cellaboration graphs record who works with whom in a spe
cific setting; coauthorships among scientists and coappearance in movies by actors anct 
actresses are two examples of collaboration graphs that we discussed in Section 2.

3 
Another example that has been extensively studied by sociologists is the graph i· 
highly placed people in the corporate world, with an edge joining two if they ha~e 
served tagether oll the board of directors of the same Fortune 500 company [30 1]. Th 
online world provides new instances: the Wikipedia collaboration graph (connecti e 
two Wikipedia editors if they've ever edited the same article) [ 122, 246] and the Wor~~ 
of Wareraft (WoW) collaboratioll graph (connectillg two WoW users if they've ev 
takell parttagether in the same raid or other activity) [ 419] are just two examples. er 

Sometimes a collaboration graph is studied to learn about the specific domain it 
comes from; for example, sociologists who study the busilless world have a substantive 
interest in the relationships amollg companies at the director Ievel, as expressed via 
comembership Oll boards. On the other hand, while there is a research community that 
studies the sociological context of scientific research, a broader community of people 
is interested in scientific coauthorship networks precisely because they form detailed 
predigested snapshots of a rich form of social interaction that unfolds over a Ion~ 
period of time [318]. By using online bibliographic records, one can often track the 
patterns of collaboration within a field across a century or more, and thereby attempt 
to extrapolate how the social structure of collaboration may work across a range of 
harder-to-measure settings as weiL 
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Who-Talks-to-Whom Graphs. The Microsoft IM graph is a snapshot of a I arge com
munity engaged in several billion conversations over the course of a month. In this 
way, it captures the "who-talks-to-whom" structure of the community. Similar data 
sets have been constructed from the e-mail Iogs within a company [6] or a university 
[259], and also from records of phone calls: researchers have studied the structure 
of call graphs in which each node is a phone number, and there is an edge between 
two phone numbers if they were engaged in a phone call over a given observation 
period [1, 334]. One can also use the fact that mobile phones with short-range wireless 
technology can detect other similar devices nearby. By equipping a group of experi
mental subjects with such devices and studying the traces they record, researchers can 
thereby build "face-to-face" graphs that represent physical proximity: a node in such 
a graph is a person carrying one of the mobile devices, and an edge joins two people 
if they were detected tobe in close physical proximity over a given observation period 
[141, 142]. 

In almost all of these kinds of data sets, the nodes represent customers, employees, 
or students of the organization that maintains the data. These individuals generally 
have strong expectations of privacy, not necessarily even appreciating how easily one 
can reconstruct details of their behavior from the digital traces they leave behind when 
communicating by e-mail, instant messaging, or phone. As a result, the style of research 
performed on this kind of data is generally restricted in specific ways that protect the 
privacy of the individuals involved. Such privacy considerations have also become a 
topic of significant discussion in settings in which companies try to use this type of data 
for marketing, or when governments try to use it for intelligence-gathering purposes 
[315]. 

Related to this kind of who-talks-to-whom data, economic network measurements 
recording the "who-transacts-with-whom" structure of a market or financial commu
nity have been used to study the ways in which ditl'erent Ievels of access to market 
participants can Iead to different Ievels of market power and different prices for goods. 
This empirical work has in turn motivated more mathematical investigations of how 
a network structure limiting access between buyers and sellers can affect outcomes 
[63, I 76, 232, 261], which will be a focus of our discussion in Chapters 10-12. 

Information Linkage Graphs. Snapshots of the Web are central examples of network 
data sets; nodes are Web pages and directed edges represent links from one page to 
another. Web data stands out both in its scale and in the diversity of what the nodes 
represent: billions of little pieces of information with links wiring them together. And 
clearly it is not just the information that is of interest, but the social and economic 
structures that stand behind the information: hundreds of millians of personal pages 
on social-networking and blagging sites, and hundreds of millians more representing 
companies and governmental organizations trying to engineer their external images in 
a crowded network. 

A network on the scale of the full Web can be daunting to work with; simply mani
pulating the data effectively can become a research challenge in itself. As a result, 
much network research has been done on interesting, well-defined subsets of the 
Web, including the linkages among bloggers [264], among pages on Wikipedia [404], 
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among pages on social-networking sites such as Facebook or MySpace [185], and 
among discussions and product reviews on shopping sites [201]. 

The study of information linkage graphs significantly predates the Web: the field 
of citation analysis has, since the early part of the twentieth century, studied the 
network structure of citations among scientific papers or patents, as a way of tracking 
the evolution of science [ 145]. Citation networks are still popular research data sets 
today for the same reason that scientific coauthorship graphs are: even if you don't 
have a substantive interest in the social processes by which science gets done, citation 
networks are very clean data sets that can easily span many decades. 

Technological Networks. Although the Web is built on a Iot of sophisticated tech
nology, it would be a mistake to think of it primarily as a technological network: it 
is really a projection onto a technological backdrop of ideas, information, and social 
and economic structure created by humans. But as we noted in the opening chapter, 
there has been a convergence of social and technological networks in recent years, and 
many interesting network data sets come from the more overtly technological end of 
the spectrum, in which nodes represent physical devices and edges represent physica! 
connections between them. Examples include the interconnections among computers 
on the Internet [155] or among generating stations in apower grid [411]. 

Even physical networks like these are ultimately economic networks as weil, rep
resenting the interactions among the competing organizations, companies, regulatory 
bodies, and other economic entities that shap~ them. On the Internet, this relationship 
is made particularly explicit by a two-level v1ew of the network. At the lowest Ievel 
nodes are individual routers and computers, and an edge indicates that two device~ 
actually have a physical connection to each other. But, at a higher Ievel, these node, 

. " s are grouped into what are essentially little "natwn-states termed autonomaus systenzs 

each one controlled by a ditJerent Internet service provider. There is then a Who~ 
transacts-with-whom graph on the autonomaus systems, ~nown <~s the AS graph, that 
represents the data-transfer agreements thesc Internet scrvtcc prov1ders make with each 
other. 

Networks in the Natural World. Graph structures also abound in biology and the 
other natural sciences, and network research ha_s dev~ted particular attention to several 
different types of biological networks. The followmg are three examples at three 
different scales, from the population Ievel down to the molecular Ievel. 

1. As a first example,jaod webs represent the who-cats-whom relationships among 
spccies in an ecosystem [137]: there is a node for each species, and a dirccted 
edge from node A to node B indicates that members of A consume members of 
B. Understunding the structure of a food web as a graph can help in reasoning 
about issues such as cascading extinctions: if certain species bccome extinct, then 
species that rely on them für food also risk becoming extinct if they do not have 
alternative tood sourccs; these extinctions can propagate through the food web as 
a chain reaction. 

2. Another heavily studied network in biology is the structure of neural Connections 
within an organism 's brain: the nodes are neurons, and an edge represents a 
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connection between two neurons [380]. The global brain architecture for simple 

organisms like C. elegans, with 302 nodes and roughly 7,000 edges, has essentially 

been completely mapped [3], but obtaining a detailed network picture for brains 

of high er organisms is far beyond the current state of the art. However, significant 

insight has been gained by studying the structure of specific modules within a 

complex brain and understanding how they relate to one another. 

3. A final example is the set ofnetworks that make up a cell's metabolism. There are 

many ways to define these networks, but roughly, the nodes are compounds that 

play a role in a metabolic process, and the edges represent chemical interactions 

among them [43]. Researchers hope that analysis ofthese networks can shed light 

on the complex reaction pathways and regulatory feedback loops that take place 

inside a cell, and perhaps suggest "network-centric" attacks on pathogens that 

disrupt their metabolism in targeted ways. 

2.5 Exercises 

39 

1. One reason for graph theory's power as a modeling tool is the fluidity with which one 
can use it to formalize the properties of !arge systems using the language of graphs, 
and then to systematically explore their consequences. ln this first set of questions, 
we work through an example of this process using the concept of a pivota/ node. 

Recall from earlier in the chapter that a shortest path between two nodes is a 
path of the minimum possible length. We say that a node X is pivota/ for a pair of 
distinct nodes Y and Z if X lies on every shortest path between Y and Z (and X is not 
equal to either Y or Z). 

For example, in the graph in Figure 2.13, node B is pivotal for two pairs: the 
pair consisting of A and C, and the pair consisting of A and D. [Notice that B is 
not pivotal for the pair consisting of D and E because two different shortest paths 
connect D and E, one of which (using C and F) does not pass through B. Therefore, 
B is not on every shortest path between D and E.] As another example, note that 
node D is not pivotal for any pairs. 

(a) Give an example of a graph in which every node is pivotal for at least one 
pair of nodes. Explain your answer. 

(b) Give an example of a graph in which every node is pivotal for at least two 
different pairs of nodes. Explain your answer. 

c )-----{ D 

Figure 2.13. In this example, node B is pivotal for two pairs: the pair consisting of A and C, 
and the pair consisting of A and D; node D is not pivotal for any pairs. 
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Figure 2.14. Node A is a gatekeeper; node D is a local gatekeeper but not a gatekeeper. 

(c) Give an example of a graph having at least four nodes in which there exists 
a single node X that is pivotal for every pair of nodes (not counting pairs 
that include X). Explain your answer. 

2. in the next set of questions, we consider a related duster of definitions that seek to 
formalize the idea that certain nodes can play a "gatekeeping" role in a network 
The first definition is the following. We say that a node Xis a gatekeeper if, for som~ 
other two nodes Y and Z, every path from Y to Z passes through X. For example i 
the graph in Figure 2.14, node Ais a gatekeeper, be~ause it lies on every path fr~~ 
ß to E. (lt also lies on every path between other pa1rs of nodes- for example, the 
pair D and E, as weil a5 other pair5.) 

Thi 5 definition ha5 a certain "global" flavor, bec~u5e it requi:e5 that we think 
about path5 in the full graph to decide whether a part1cular node 15 a gatekeeper. A 
more "local" ver5ion of thi5 definition could involve only looking at the neighb 

k h. d r· . . . ors 
of a node. The following i5 a way to ma e t 15 e 1n1t1on prec15e: we say that a node 
x i5 a focal gatekeeper if there are two neighbor5 of X, 5ay Y and Z, that are not 
connected by an edge. (That is, for X tobe a local gatekeeper, there should be t 
node5 Y and Z such that Y and Z each have edges to X, but not to each other) ~0 
example, in Figure 2.14, on the one hand, node Ais. a local gatekeeper in additi~~ 
to being a gatekeeper; nodc D, on the other hand, 1s a local gatekeeper but n 
gatekeeper. (Node D has ncighbors B and C, which are not connected by an e~~ ~ 
however, cvery pair of nodes- including Band C- can be connected by a path t~=~ 
does not go through D.) 

So we have two ~ew de~i~i~ions: gatekceper an_d loca! gateke:per. When faced 
with new mathemat1cal defm1t1ons, a strategy that 1s often useful1s to explore them 
first through examples and then to assess them at a more general Ievei and tr t 
relate them to other ideas and definitions. Let's try this in the next two question~. 0 

(a) Give an example (together with an explanation) of a graph in which more 
than half of all nodes are gatekeepers. 

(b) Give an example (together with an explanation) of a graph in which there 
are no gatekeepers but in which every node is a local gatekeeper. 

3. When we think about a single aggregate measure to 5ummarize the di5tances be
tween the nodes in a given graph, two natural quantities come to mind. One is the 
diameter, which we define tobe the maximum distance between any pair of node5 
in the graph. Another i5 the average distance, which, as the term 5ugge5ts, i5 the 
average di5tance over all pairs of nodes in the graph. 
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ln many graphs, these two quantities are close to each other in value. But there 
are graphs where they can be very different. 

(a) Describe an example of a graph where the diameter is more than three 
times as !arge as the average distance. 

(b) Describe how you could extend your construction to produce graphs in 
which the diameter exceeds the average distance by as !arge a factor as 
you would like. (That is, for every number c, can you produce a graph in 
which the diameter is more than c times as !arge as the average distance?) 



CHAPTER 3 

Strong and Weak Ties 

One of the powerful roles that networks play is to bridge the local and the global - to 
offer explanations for how simple processes at the Ievel of individual nodes and links 
can have complex effects that ripple through a population as a whole. In this chapter, 
we consider some fundamental social network issues that illustrate this theme: how 
information tlows through a social network, how different nodes can play structurally 
distinct roles in this process, and how these structural considerations shape the evolution 
of the network itself over time. These themes all play central roles throughout the book, 
adapting themselves to different contexts as they arise. Our context in this chapter begins 
with the famous "strength of weak ties" hypothesis from sociology [ 190] and explores 
outward from this point to more general settings. 

Let's begin with some backgound and a motivating question. Aspart of his Ph.D. 
thesis resem·ch in the late 1960s, Mark Granovetter interviewed people who bad recently 
changed employers to learn how these people bad discovered their new jobs [191]. In 
keeping with earlier research, Granovetter found that many people Iearned information 
leading to their current jobs through personal contacts. But perhaps more strikingly, 
these personal contacts were often described by interview subjects as acquaintances 
rather than close friends. This fact is a bit surprising: your close friends presumably 
have the most motivation to help you when you're between jobs, so why is it so often 
your more distant acquaintances who are actually to thank for crucial information 
leading to your new job? 

The answerthat Granovetter proposed to this question is striking in the way it links 
two different perspectives on distant friendships- one structural, focusing on the way 
these friendships spandifferent portians ofthe full network, and the other interpersonal, 
considering the purely local consequences that follow from a friendship between two 
people being either strong or weak. In this way, the answer transcends the specific 
setting of job-seeking and offers a way of thinking about the architecture of social 
networks more generally. To get at this broader view, we first develop some genentl 
principles about social networks and their evolution, and then we return to Granovetter's 
question. 

43 
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F 

(a) (b) 

Figure 3.1. The formation of the edge between B and C i I Iustrates the effects of triadic closu re 
since they have a common neighbor, A. Parts (a) and (b) illustrate the network before and afte' 
the B-C edge forms, respectively. r 

3.1 Triadic Closure 

In Chapter 2, our discussions treated ne~works largely .as ~tatic structures: we take a 
snapshot of the nodes and edges at a partlcular moment m ttme, and then we ask about 
paths, components, distances, and so forth. While this style of analysis forms the basic 
foundation for thinking about networks - and indeed, many data sets are inherentl 

f. k . . I t' y static, offering us only a single snapshot o a networ - tt ts a so use ul tothink about 
how a network evolves over time. In particular, what are the mechanisms by Which 
nodes arrive and depart, and by which edges form and vanish? 

The precise answer, of course, varies depending on the type of network b ~. 
. . . I . h f' II . etng considered, but one of the most bastc prmctp es ts t e o owmg: 

If two people in a social network have a friend in common, then there is an 
increascd Jikclihood that they will bccome friends themselves at some point in 
the future [347]. 

We refer to this pri.nciple ~s triadic closure, and ~t is ill~strated in Figure 3.1. If nodes 
B and C have f~ fn~nd ~ 111 ~ommon, then the formatwn of an edge between B and 
C produces a sttuatwn m whtch all three nodes A, B, and C have edges conne 

1
. 

. . · ·c tng 
each other - a structure we refer to as a tnangle 111 the network. The term "tt·' d' , , .. ta IC 
closure" comes trom the fact that the B-C edge has the eflcct of "closing" thc tl . ·d 

. . l!I 
side of this triangle. If we observe snapshots of a soctal network at two distinct p . otnts 
in time, then in the Jater snapshot we generally find a signiflcant mtmber of new cd , . 

· h h' · I I · · b ges that have formed throug t ts tnang e-c os111g operatwn, etween two people who had 
a common neighbor in the earlier snapshot. Figure 3.2, for example, shows the new 
edges we might see from watehing the network in Figure 3. 1 over a Ionger time span. 

The Clustering Coefficient. The basic roJe of triadic closure in social networks has 
motivated the formulation of simple social network measures to capture its prevalence. 
One of these measures is the dustering coefficient [320, 411 ]. The dustering coefficient 
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(a) (b) 

Figure 3.2. lfwe watch a network for a Iongerspan of time, we can seemultiple edges forming; 
some form through triadic closure while others (such as the D-G edge) form even though 
the two endpoints have no neighbors in common. The network is illustrated (a) before and 
(b) after new edges form. 

of a node A is defined as the probability that two randomly selected friends of A are 
friends with each other. In other words, it is the fraction of pairs of A's friends that are 
connected to each other by edges. For example, the dustering coefficient of node A 
in Figure 3.2(a) is 1/6 (because there is only the single C-D edge among the six pairs 
of friends B-C, B-D, B-E, C-D, C-E, and D-E), and it increases to 1/2 in the second 
snapshot of the network in Figure 3.2(b) (because there are now the three edges B-C, 
C-D, and D-E among the same six pairs). In general, the dustering coefficient of a node 
ranges from 0 (when none of the node's friends are friends with each other) to 1 (when 
all of the node's friends are friends with each other). The more strongly the process 
of triadic dosure operates in the neighborhood of the node, the higher the dustering 
coefficient will tend to be. 

Reasons for Triadic Closure. Triadic closure is intuitively very natural, and essen
tially everyone can find examples from their own experience. Moreover, experience 
suggests some of the basic reasons why triadic closure operates. One reason why B 
and C are more likely to become friends, when they have a common friend A, is simply 
based on the opportunity for B and C to meet: if A spends time with both B and C, then 
there is an increased chance that they will end up knowing each other and potentially 
becoming friends. A second, related reason is that, in the process of forming a friend
ship, the fact that each of B and C is friends with A (provided they are mutually aware 
of this) gives them a basis for trusting each other that may be lacking in an arbitrary 
pair of unconnected people. 

A third reason is based on the incentive that A may have tobring B and C together: if 
Ais friends with Band C, then it becomes a source of latent stress in these relationships 
if B and C are not friends with each other. This premise is based in theories dating 
back to early work in social psychology [217]; it also has empirical retlections that 
show up in natural but troubling ways in public-health data. For example, Bearman 
and Moody [ 48] have found that teenage girls who have a low dustering coefficient in 
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Figure 3.3. The A-B edge is a bridge, meaning that its removal would place A and B in distinct 
components. Bridges provide nodes with access to parts of the network that are unreachable 
by other means. 

their network of friends are significantly more likely to contemplate suicide than those 
whose dustering coefticient is high. 

3.2 The Strength of Weak Ties 

So how does all this relate to Mark Granovetter's intervie"": subjects telling him With 
such regularity that their best job Ieads came from acquamtances rather than clos 
friends? In fact, triadic closure turnsouttobe one ofthe crucial ideas needed to unrave~ 
what's going on. 

Bridges and Local Bridges. Let's start b~ positing that in~~rm~~tion about good jobs 
is something that is relatively scarce; hearmg about a promtsmg Job opportunity fro 

f f. I . 01 someone suggests that they have access to a source o use u mformation that y 
don't. Now consider this observation in the context ofthe simple social network dra ou 

d h f. f · i · h" · wn in Figure 3.3. The person Iabeie A as our nenc s m t IS pwture, but one of he 
friendships is qualitatively different from the others: A's links to C, D, and E connec: 
her to a tightly-knit group of ti'iends who all know each other, while the link to B 
seems to reach into a differe~t part of the netwo.rk. W~ could sp~culate, then, that the 
structural pect~liarity ?f the lt.nk to B t:~mslates 1~1to dtfferences m the roJe it plays in 
A's everyday IIfe: while the ttghtly-kmt group of nodes A, C, D, and E all tend to b 
exposed to similar opinions and similar sources of information, A's linktoB offers h e 
access to things she otherwise wouldn't necessarily hear about. er 

To make precise the sense in which the A-B link is unusual, we introduce th. 
following definition. An edge thatjoins two nodes A and Bin a graph is called a brid 

1 
~ 

if deleting the edge would cause A and B to lie in two different components. In oth~; 
words, this edge is literally the only route between its endpoints, the nodes A and B 

Now, if our discussion in Chapter 2 about giant components and small-world pro. _ 
erties taught us anything, it's that bridges are presumably extremely rare in real soci~I 
networks. You may have a friend from a very different background, and it may seem 
that your friendship is the only thing that bridges your world and his, but one expects 
in reality that there will be other, hard-to-discover, multistep paths that also span these 
worlds. In other words, if we were to Iook at Figure 3.3 as it is embedded in a !arger, 
ambient social network, we would likely see a picture that Iooks Iike Figure 3.4. 
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Figure 3.4. The A-B edge is a local bridge of span 4, since the removal of this edge would 
increase the distance between A and B to 4. 

In Figure 3.4, the A-B edge is not the only path that connects its two endpoints; 
though they may not realize it, A and B are also connected by a Ionger path through 
F, G, and H. This kind of structure is arguably much more common than a bridge in 
real social networks, and we use the following definition to capture it. We say that an 
edge joining two nodes A and B in a graph is a local bridge if its endpoints A and 
B have no friends in common - in other words, deleting the edge would increase the 
distance between A and B to a value strictly more than 2. We say that the span of a 
local bridge is the distance its endpoints would be from each other if the edge were 
deleted [190, 407]. Thus, in Figure 3.4, the A-B edge is a local bridge with span 4; 
we can also check that no other edge in this graph is a Iocal bridge, because for every 
other edge in the graph, the endpoints would still be at a distance of 2 if the edge 
were deleted. Notice that the definition of a Iocal bridge already makes an implicit 
connection with triadic closure, in that the two notions form conceptual opposites: an 
edge is a local bridge precisely when it does not form the side of any triangle in the 
graph. 

Local bridges, especially those with reasonably !arge spans, still play roughly the 
same roJe as bridges, though in a Iess extreme way; they provide their endpoints with 
access to parts of the network - and hence sources of information - that they would 
otherwise be far away from. And so this is the first network contcxt in which to interpret 
Granovetter's observation about job-seeking: we might expect that, if a node like A 
is going to get truly new information - the kind that Ieads to a new job - it might 
come unusually often (though certainly not always) from a friend connected by a local 
bridge. The closely-knit groups to which you belong, although they are filled with 
people eager to help, are also filled with people who know roughly the same things that 
you do. 

The Strong Triadic Closure Property. Of course, Granovetter's interview subjects 
didn 't say, "I learned about the job from a friend connected by a local bridge." If webe
lieve that local bridges are overrepresented in the set ofpeople providingjob Ieads, how 
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Figure 3.5. Each edge of the social network from Figure 3.4 is labeled as either a strong t" S 
or a weak tie (W) to indicate the strength of the relationship. The labeling in the figure sat;e/ ) 
the Strong Triadic Closure property at each node: if the node has strong ties to two neigh~ I es 
then these neighbors must have at least a weak tie between them. ors, 

does this fact relate to the observation that distant acquaintances are overrepresented 
as well? 

To talk about this in any detail, we must be able to distinguish between different 
Ievels of strength in the links of a social network. We will deliberately refrain fro 
trying to define "streng~h" pre~isely, but we mean it to alig? with t.he idea that strong: 
links represent closer fnendsh1ps and greater frequency of mteractwn. In general, link . 
can have a wide range of possible strengths, but for conceptual simplicity- and to matc~ 
the friend-acquaintance dichotomy that we're trying to explain- we will categorize, 

11 I . f cl links in the social network as be ongmg to one o two types: strong ties (the stron 
links, corresponding to friends) and weak ties (the weaker links, corresponding g~~ 
acquaintances). 1 

Once we have decided on a classification of links into strong and weak ties 
can take a social network and Iabel each edge as either strong or weak. For exm~ ~e 
assuming we asked the nodes in the social network of Figure 3.4 to report whic: ef 
their network neighbors were close friends and which were acquaintainces, we cou~d 
getan annotated network as shown in Figure 3.5. 

1 In addition to the difficulty in rcducing a range of possiblc link strengths to a two-cateoory stro 
1 . . . . . . . . . . . "' · ng weak 

dJstmctwn, there are many other subtlettes m th1s type of classJflcatwn. For cxample, m the discussion here 
will consider this division of links into strong and weak ties to be lixed in a single snapshot of the network we 

h . . I I' k d'ff' · · In rcality, of course, the strengt ol a part1cu ar m can vary across 1 crent t1rnes and different situ·111·0 
. F 

. . . . ' ns. ·or 
exarnple, an employee of a compan~ who 1s tem~oranly a~s1gned to w~rk wJth a.new division of thc company 
for a few months may find that her Juliset of avallable socJal-network hnks rermuns roughly the sarne, butthat 
her links to people within the new division have been temporarily strcngthened (because of the sudden close 
proxirnity and increased contact), while the links to her old division have been ternporarily weakened. Similarl 
a high school student may find that links to fellow rnembers of a particular sports team constitute strong ti:~ 
while that spurt is in season, but that some of these links - to the tearnrnates he knows less weil outside of the 
team- becorne weak ties in other parts of the year. Again, for our purposes, we consider a single distinction 
between strong and weak ties that holds throughout the analysis. 
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It is useful to go back and think about triadic closm·e in terms of this division of 
edges into strong and weak ties. If we recall the arguments supporting triadic closure, 
based on opportunity, trust, and incentive, they all act more powerfully when the edges 
involved are strong ties than when they are weak ties. This suggests the following 
qualitative assumption: 

If a node A has edges to nodes B and C, then the B-C edge is especially likely 
to form if A's edges toB and C are both strong ties. 

To enable more concrete analysis, Granovetter suggested a moreformal (and somewhat 
more extreme) version of this assumption, as follows. 

We say that a node A violates the Strong Triadic Closure property if it has 
strong ties to two other nodes B and C, and there is no edge at all (either a 
strong or weak tie) between Band C. We say that a node A satisfies the Strong 
Triadic Closure property if it does not violate it. 

We can check that no node in Figure 3.5 violates the Strong Triadic Closure property; 
hence, all nodes satisfy the property. However, if the A-F edge were to be a strong 
tie rather than a weak tie, then nodes A and F would both violate the Strong Triadic 
Closure property: node A would now have strong ties to nodes E and F without there 
being an E-F edge, and node F would have strong ties to both A and G without the 
presence of an A-G edge. As a further check on the definition, notice th<lt with the 
edges Iabeled as in Figure 3.5, node H satisfies the Strong Triadic Closure property: 
node H couldn't possibly violate the property because it only has a strong tie to one 
other node. 

Clearly the Strong Triadic Closure property is too extreme for us to expect it hold 
across aii nodes of a !arge social network. But it is a useful step as an abstraction 
to reality, making it possible to reason further about the structural consequences of 
strong and weak ties. In the same way timt an introductory physics course might 
assume away the eft'ects of air resistance in analyzing the flight of a ball, proposing 
a slightly too-powerful assumption in a network context can also lead to cleaner and 
conceptually more informative analysis. For now, then, we continue figuring out where 
the assumption Ieads in this case; later, we'll return to the question of its roJe as a 
modeling assumption. 

Local Bridgesand Weak Ties. We now have a purely local, interpersonal distinction 
between kinds of links - whether they arc weak ties or strong ties - as weil as a global, 
structural notion - whether they are local bridges or not. On the surface, there is no 
direct connection between the two notions, but in fact by using triadic closure we can 
establish a connection via the following claim: 

Claim: If a node A in a network satisfies the Strong Triadic Closure property 
and is involved in at least two strong ties, then any Iocal bridge it is involved in 
must be a weak tie. 

In other words, under the assumption of the Strong Triadic Closure property and a 
sufficient number of strong ties, the Iocal bridges in a network are necessarily weak 
ties. 
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Strang Triadic Glasure says 
the B-C edge must exist, but 
the definitian af a lacal bridge 

says it cannat. 

Figure 3.6. lf a node satisfies Strong Triadic Closure and is involved in at least two strong ties 
then any local bridge it is involved in must be a weak tie. The figure illustrates the reason why: 
if the A-B edge is a strong tie, then there must also be an edge between B and C, meaning that 
the A-B edge cannot be a local bridge. 

We're going to justify this claim as a mathematical Statement - that is, it will 
follow Iogically from the definitions th~1s far, without our having t~ invoke any as-yet
unformalized intuitions about what soctal net~orks ought to look hke. In this way, it's 
a different kind of claim from our argument m Chapter 2 that the global friendshi 
network Ükely contains a giant component. That was a thought experiment (albeit ~ . . . . a 
very convincing one) that required us to beheve vanous empmcal statements about the 
network of human friendships - empirical Statements that could later be confinned or 
refuted by collecting data on !arge social networks. Here, on the other hand, we h· 

. h . I d f' . . dVe constructed a small number of spectfic mat emattca e mttJOns - particularly locai 
bridges and the Stron~ ~r.iadic Closure property - and we can now justify the claim 
directly from these def1mtwns. 

The argument is actually very short, and it proceeds by contradictiono Take s 
· h · f' h St T 0 d' Cl · ome network, and constder a node A t at satts tes t e rong na tc osure property , 

. N A. o l 0 <lnd is involved in at least two strong ttes. ow suppose Is mvo ved 111 a local brid 
say, to a node B - tha~ is a ~tron~ tie .. We want t~ arguoe that t~i~ is impossible, andg~h~ 
crux of the argument ts deptcted 111 Ftgure 3.6. Ftrst, smce A ts mvolved in at least t 
strong ties, and the edge toB is only one of these ties, A must have a strong tie to . wo 

some 
other node, which we'll call C. Now we ask: Is there an edge connecting B and C'~ 
Since the edge from A to B is a local bridge, A and B must have no friends in com · 

· B h' d' S ' · 111011
' and so the B-C edge must not extst. ut t ts contra tcts trong fnadic Closure wh' 

1 , · ' IC 1 
says that since the A-B and A-C edges are both strong ttes, thc B-C edge must exi. 
This contradiction shows that_ o~tr ~nitial premise - the existence of a Iocal bridge th:~~ 
is a strong tie- cannot hold, f1mshmg the argument. 

This argument completes the connection we've been looking for betwcen the local 
property of tie strength and the global property of serving as a local bridge. As such, 
it provieles a way to think about how interpersonal properties of social-network links 
are related to broader considerations about the network's structure. But because the 
argument is based on some strong assumptions (mainly Strang Triadic Closure, since 
the other assumption is very mild), it is also worth reflecting on the roJe played by 
simplifying assumptions in this type of result. 
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First, simplifying assumptions are useful when they Iead to Statements that are 
robust in practice, making sense as qualitative conclusions that hold in approximate 
forms even when the assumptions are relaxed. This is the case here: the mathematical 
argument can be summarized more informally and approximately as saying that, in real 
Iife, a Iocal bridge between nodes A and B tends tobe a weak tie because, if it weren 't, 
triadic closure would tend to produce short-cuts to A and B that would eliminate its 
roJe as a Iocal bridge. Again, one is tempted to invoke the analogy to freshman physics: 
even if the assumptions used to derive the perfectly parabolic flight of a ball don't hold 
exactly in the real world, the conclusions about flight trajectories are a very useful, 
conceptually tractable approximation to reality. 

Second, when the underlying assumptions are stated precisely, as they are here, it 
becomes possible to test them on real-world data. In the past few years researchers have 
studied the relationship of tie strength and network structure quantitatively across !arge 
populations, and they have shown that the conclusions described here in fact hold in 
an approximate form. We describe some of this empirical research in the next section. 

Finally, this analysis provides a concrete framework for thinking about the initially 
surprising fact that Iife transitions such as a new jobs are often rooted in contact with 
distant acquaintances. The argumentisthat theselinks are the social ties that connect us 
to new sources of information and new opportunities, and their conceptual "span" in the 
social network (the Iocal bridge property) is directly related to their weakness as social 
ties. This dual roJe- as weak connections but also valuable conduits to hard-to-reach 
parts of the network- is the surprising strength of weak ties. 

3.3 Tie Strength and Network Structure in Large-Scale Data 

The arguments connecting tie strength with the structural properties of the underlying 
social network make intriguing theoretical predictions about the organization of social 
networks in real Iife. For many years after Granovetter's initial work, however, these 
predictions remained relatively untested on !arge social networks because of the diffi. 
culty in finding data that reliably captured the strengths of edges in large-scale, realistic 
settings. 

This state of affairs began to change rapidly once detailed traces of digital communi
cation became available. Such "who-talks-to-whom" data exhibits the two ingredients 
we need for an empirical evaluation of hypotheses about weak ties: the network struc
ture of communication among pairs of people, and the total time that two people spend 
talking to each other, which can be used as a proxy for the strength of the tie- the more 
time spent communicating during the course of an observation period, the stronger we 
can declare the tie to be. 

In one of the more comprehensive studies of this type, Onnela et al. studied the 
who-talks-to-whom network maintained by a cell phone provider that covered roughly 
20% of anational population [334]. The nodes correspond to cell phone users, and an 
edge joins two nodes if they made phone calls to each other in both directions over an 
I 8-week observation period. Because the cell phones in this population are generally 
used for personal communication rather than business purposes, and because the Iack 
of a central directory means that cell phone numbers are generally exchanged among 
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people who already know each other, the underlying network can be viewed as a.rea
sonable sampling of the conversations occurring within a social network representmg a 
significant fraction of one country's population. Moreover, the data set exhibits man~ of 
the broad structural features of large social networks discussed in Chapter 2, includmg 
a giant component- a single connected component containing most (in this case 84%) 
of the individuals in the network. 

Generalizing the Notions ofWeak Ties and Local Bridges. The theoretical formula
tion in the preceding section is based on two definitions that impose sharp dichotomies 
on the network: an edge is either a strong tie or a weak tie, and it is either a local 
bridge or it isn't. For both of these definitions, it is useful to have versions that exhibit 
smoother gradations when we go to examine real data on a large scale. 

We have just indicated a way to do this for tie strength: we can make the strength 
of an edge a numerical quantity by defining it to be the total number of minutes spent 
on phone calls between the two ends of the edge. It is also useful to sort all the edges 
by tie strength, so that for a given edge we can ask what percentile it occupies in this 
ordering of edges sorted by strength. 

Because a very small fraction of the edges in the cell phone data constitute 1ocal 
bridges, it makes sense to soften this definition as well, so that we can view certain 
edges as being "almost" local bridges. To do this, we define the neighborhood overlap 

of an edge connecting A and B to be the ratio 

number of nodes who are neighbors of both A and B 
(3.1) 

m1mber of nodes who are neighbors of at least one of A or B ' 

where in the denominator we do not count A or B themselves (even though Ais a 
neighbor of B and B is a neighbor of A). As an example of how this definition works, 
consider the edge A-F in Figure 3.4. The denominator of the neighborhood overlap for 
A-F is determined by the nodes B, C, D, E, G, and J, because euch of these nodes is a 
neighbor of at least one of A or F. Of these, only C is a neighbor of both A and F, so 
the neighborhood overlap is l/6. 

The key fea.ture of this defmition isthat this ratio in question is zero precisely when 
the numerator lS zero and, hence, when the edge is a local bridge. So the notion of a local 
bridge is contained within this definition -local bridges are the edges of neighborhood 
ov~rla?. zero; ~ence, ed~es with ve~·~ small neighborhood overlap can be thought of as 
bem~ almost local bndges. (Intmtlvely, edges with very small neighborhood overlap 
constst of n~des ~h~t.trav~l in "social circles" that have almost no one in common.) For 
example, thts deft~thon vtews the A-F edge as much closer to being a local bridge than 
the A-E edge, wh1ch accords with intuition. 

E."_Ipirical Results on Tie Stre~tgth and Neighborhood Overlap. Using these defi
mt~~ns, we ~an form:ü~te som~ fundamental quantitative questions based an Granovet
~r s theoreh~al predtctlüns. FlfSt, we can ask how the neighborhood overlap of an edge 
'hepenldds on Its s~rength; the strength of weak ties predicts that neighbor~ood overlaP 
s ou grow as tle strength grows. 

In fact, this dependence i, b 
the neighborho d 1 s orne out extremely cleanly by the data. Figure 3.7 shoWS 
all edges by tie ~tr:v~t~ a~~f edges as a functio.n of their percentile in the sorted order of 

ng · us, as we go to the nght on the x-axis, we get edges of greater 
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Figure 3.7. A plot of the neighborhood overlap of edges as a function of their percentile in 
the sorted order of all edges by tie strength. The fact that overlap increases with increasing tie 
stre~gth is consistent with the theoretical predictions from Section 3.2 [334]. (Image from the 
National Academy of Sciences, USA.) 

and greater strength, and because the curve rises in a strikingly linear fashion, we also 
get edges of greater and greater neighborhood overlap. The relationship between these 
quantities thus aligns well with the theoretical prediction. 2 

The measurements underlying Figure 3.7 describe a connection between tie strength 
and network structure at a local Ievel- in the neighborhoods of individual nodes. It is 
also interesting to consider how this type of data can be used to evaluate the moreglobal 
picture suggested by the theoretical framewerk- that weak ties serve to link together 
different tightly knit communities that each contain a !arge number of strenger ties. 
Here, Onnela et al. provided an indirect analysis to address this question, as follows. 
They first deleted edges from the network one at a time, starting with the strengest ties 
and working downward in order of tie strength. The giant component shrank steadily 
as they did this, reducing in size gradually due to the elimination of connections among 
the nodes. Onnela et al. then tried the same thing but starting from the weakest ties 
and working upward in order of tie strength. In this case, they found that the giant 
component shrank more rapidly; moreover, its remnants broke apart abruptly once 
a critical number of weak ties had been removed. This outcome is consistent with 
a picture in which the weak ties provide the more crucial connective structure for 
holding tagether disparate communities and for keeping the global structure of the 
giant component intact. 

2 It is ofcourse interesting to note the deviation from this trend atthe very right-hand edge ofthe plot in Figure 3.7, 

corresponding to the edges of greatest possible tie strength. It is not clear what causes this deviation, but it is 

certainly plausible that these extremely strong edges are associated with people who are using their cell phones 

in some unusual fashion. 
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Ultimately, this is just a first step toward evaluating theories of tie strength on n~t
work data of this scale, and it illustrates some of the inherent challenges: given the slZe 
and complexity of the network, we cannot simply look at the structure and "see what's 
there:' lndirect measures must generally be used and, because one knows relatively 
little about the meaning or significance of any particular node or edge, it remains an 
ongoing research challenge to draw richer and more detailed conclusions as well. 

3.4 Tie Strength, Social Media, and Passive Engagement 

As an increasing amount of social interaction moves online, the way in which we 
maintain and access our social networks begins to change as well. For example, as is 
well known to users of social-networking tools, people maintain large explicit lists of 
friends in their profiles on these Web sites; this contrasts with the ways in which such 
friendship circles were once much more implicit, and in fact relatively difficult for 
individuals even to enumerate or mentally access [244}. What effect does this have on 
social network structure more broadly? Understanding the changes arising from these 
forms of technological mediation is achallenge that was articulated early in the general 
public's adoption of the Internet by researchers including Barry WeHman (413, 414), 
and these issues have continued to broaden in scope between then and now. 

Tie strength can provide an important perspective on such questions by providing a 
langnage for asking how online social activity is distributed across different kinds of 
links and, in particular, how it is distributed across links of different strengths. When 

we see people maintaining hundreds of friendship links on a social-networking site, we 
can ask how many of theselinks correspond to strong ties that involve frequent contact 
and how many correspond to weak ties that are activated relatively rarely. 

Tie Strength on Facebook. Researchcrs have begun to address such questions of tie 
strength using data from some of the most active social media sites. At Facebook, 

Cameron Marlow and his colleagues analyzed the friendship links reported in each 
user's profile and asked to what extent each link was actually used for social interaction, 
beyond simply being reported in the profile [286). In other words, where are the strong 

ties. among a user'~ friends? To make this question precise using the data they had 
avmlable, they defined three categories of links based on usage over a one-month 
observation period: 

1. A link r~presents reciprocal (mutual) communication if the user both sent messages 

to t~e fnend at the other end of the link and also received messages from the friend 
dunng the observation period. 

2. A link represents one-way communication if the user sent 
0 

s . . · · ne or more message 
to the fnend at the other end of th r· k ( 1 h 

. e m w 1et er or not these messages were 
rec1procated). 

3. A link represents a maintained relationship if the user· follow d. f t" bout 
h f . · e m orma 10n a 

t e nend at the other end of the link 1 h 
1 . " . . ' w 1et er or not actual communication took 

p ace, followmg mformation" in th" , " , . . . 
F b k' . IS c,lse means elther chcking on content v1a 

ace oo s News Feed servlce (wh· h .d . . . 
· "f h f . , IC provl es mformatmn about the fnend) or 

VISJ mg t e nend s profile more than once. 
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Figure 3.8. Four different views of a Facebock user's network neighborhood, showing the struc
ture of links corresponding respectively to all declared friendships, maintained relationships, 
one-way communication, and reciprocal (i.e., mutual) communication, all over a one-month 
observation period. (Image from [286].) 

Noticc that these three categories arenot mutually exclusive. Indeed, the links classified 
as reciprocal communication always belong to the set of links classified as one-way 
communication. 

This stratification of links by their use lets us understand how a I arge set of declared 
friendships on a site like Facebook translates into an actual pattern of more active 
social interaction, corresponding approximately to the use of stronger ties. To get a 
sense of the relative volumes of thesedifferent kinds of interaction through an example, 
Figure 3.8 shows the network neighborhood of a sample Facebook user, consisting of 
all his friends, and alllinks among his friends. The upper-left diagram shows the set 
of all declared friendships in this user's profile; the other three diagrams show how the 
set of links becomes sparser once we consider only maintained relationships, one-way 
communication, or reciprocal communication. Moreover, as we restriet to stronger 
ties, certain parts of the network neighborhood thin out much faster than others. For 
example, in the neighborhood of the sample user in Figure 3.8, we see two distinct 
regions with a particularly I arge amount of triadic closure: one in the upper part of the 
drawing, and one on the right-hand side of the drawing. However, when we restriet to 
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Figure 3.9. The ~umber of links c?rr~sponding to ~aintained relatio~ships, one-~ay comrnu
nication, and rec1procal commun1catlon as a funct1on of the total ne1ghborhood s1ze for Users 
on Facebook. (Image from [286].) 

links representing communication or a maintained relationship, many more of the linl , 
survive in the upper region than in the right-hand rcgion. Onc could conjecturc tl ~s 

· f f' . d f 1' I 1
dt the right-hand reg10~ represents a set o ncn s rom some .e~r ter p 1ase of the user's 

Jife (perhaps from htgh schoo!) who declare each other as fnends but do not activel 
remain in contact; the upper region, on the other hand, consists of more recent frie d~ 

) . h h · f t 118 
(perhaps coworkers for w om t ere ts more rcquent con act. 

We can make_ the_ relative abundance o: t~1ese different types of !inks quantitative 
through the plot 111 Ftgure 3.9. On the x-axts ts the total number.of fnends declared by 
a user, and the curves then show the (smaller) numbers of other ltnk types as a function 
of this total. Several interesting conclusions can be drawn from this figure. First, the 
figure confirms that, even for users who report very I arge numbers of friends on thcir 
profile pages (on thc order of 500), the number with wh~m thcy actually communicatc 
is generally between 10 and 20, and the number they follow even passively (e ,~ b 

'b'! y 
reading about them) is Iess than 50. But beyend this Observation, Marlow and his 
colleagues draw a further conclusion about the power of media like Facebook to cnable 
this kind of passive engagement, in which one keeps up with friends by reading news 
about them even in the absence of communication. They argue that this passive network 
occupies an interesting middle ground between the strongest ties maintained by regttlar 
communication and the weakest ties from one's distant past, preserved only in Iists on 
social-networking profile pages. They write, "The stark contrast bctween reciproca! 
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Figure 3.1 0. The total number of a user's strong ties (defined by multiple directed messages) 
as a function of the number of followees he or she has on Twitter. (Image from First Monday 
and [222].) 

and passive networks shows the effect of technologies such as News Feed. If these 
people were required to talk on the phone to each other, we might see something Iike 
the reciprocal network, where everyone is connected to a small number of individuals. 
Moving to an environment where everyone is passively engaged with each other, some 
event, such as a new baby or engagement can propagate very quickly through this 
highly connected network." 

Tic Strength on 1\vitter. Similar lines of investigation have been carried out recently 
on the social media site 1\vittcr, where individual users engage in a form of microblog
ging by posting very short, 140-character public messages known as "tweets." Twitter 
also includes social-network features, and these enable one to distinguish between 
stronger and weaker lies: each user can specify a set of other users whose messages he 
or she will follow, and each user can also direct messages specifically to another user. 
(In the latter case, the message remains public for everyone to read, but it is marked 
with a notation indicating that it is intended for a particular user.) Thus, the former kind 
of interaction defines a social network based on more passive, weak ties: it is very easy 
for a user to follow many people's messages without ever directly communicating with 
any of them. The latter kind of interaction- especially when we Iook at users directing 
multiple messages to others- corresponds to a stronger kind of direct relationship. 

In a style analogaus to the work of Marlow et al., Huberman, Romero, and Wu ana
lyzed the relative abundance of these two kinds of links on Twitter [222]. Specifically, 
for each user they considered the number of users whose messages she followed (her 
"followees"), and then they defined her strong ties to consist of the users to whom she 
had directed at least two messages over the course of an observation period. Figure 3.10 
shows how the number of strong ties varies as a function of the number of followees. 
As we saw for Facebook, even for users who maintain very !arge numbers of weak ties 
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online, the number of strong ties remains relatively modest, in this case stabilizing at 
a value below 50 even for users with more than 1,000 followees. 

There is another useful way to think about the cantrast between the ease of forming 
links and the relative scarcity of strong ties in environments like Facebook and Twitter. 
By definition, each strong tie requires a continuous investment of time and effort to 
maintain, and so even people who devote a lot of their energy to building strong ties 
will eventually reach a limit - imposed simply by the hours available in a day - on 
the number of ties that they can maintain in this way. The formation of weak ties is 
governed by much milder constraints - they must be established at their outset but not 
necessarily maintained continuously - and so it is easier for someone to accumulate 
them in large numbers. We will encounter this distinction again in Chapter 13 when 
we consider how social networks differ at a structurallevel from information networks 
such as the World Wide Web. 

Understunding the effect that online media have on the maintenance and use of 
social networks is a complex problern for which the underlying research is only in 
its early stages. But some of these preliminary studies already highlight the ways in 
which networks of strong ties can still be relatively sparse even in online settings where 
weak ties abound, and how the nature of the underlying online medium can affect how 
different links are used for conveying information. 

3.5 Closure, Structural Holes, and Social Capital 

The discussion thus far suggests a general view of soci~l networks in terms of tightly
knit groups and the weak ties that link them. The ana.lysts. has focused primarily 00 the 
roles that different kinds of edges of a network play m th1s structure: a fcw edgcs span 
different groups while most are surrounded by dense patterns of connections. 

A Jot of further insight can be gained by asking about the roles that differ 
. k ent 

nodes play in this structure as weil. In soctal networ s, access to edges th·•t 8 . " .pan 
different groups is not equally distnbuted across all nodes: some nodes are positioned 
at the interfaces between multiple ~roups, wit~ access to bounda:y-spanning edges, 
while others are positioned in the m1ddle of a smgle group. What ts the effect of th. , 
heterogeneity? Following the expositionallead of social-network researchers includi 

18 

h
. . ng 

Ron Burt [87], we can formulate an answer to t 1s questwn as a story about th 
different experiences that nodes have in a network like the one in Figure 3. 11 : 
particularly in the cantrast between the experience of a node such as A, who sits at 
the center of a single tightly-knit group, and node B, who sits at the interface between 

several groups. 

Embeddedness. Let's start with node A. Node A's set of network neighbors has been 
subject to considerable triadic closure; A has a high dustering coefficient. (Recall 
that the dustering coefficient is the fraction of pairs of neighbors who are themselves 

neighbors.) 
Totalk about the structure around A, it is useful to introduce an additional definition. 

We define the embeddedness of an edge in a network to be the number of common 
neighbors shared by the two endpoints. Thus, for example, the A-B edge has an 
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Figure 3.11. The cantrast between densely-knit groups and boundary-spanning links is re
flected in the different positions of nodes A and B in the underyling social network. 

embeddedness of 2, because A and B have the two common neighbors E and F. This 
definition relates to two notions from earlier in the chapter. First, the embeddedness of 
an edge is equal to the numerator in the ratio that defines the neighborhood overlap in 
Equation (3.1) from Section 3.3. Second, we observe that local bridges are precisely 
the edges that have an embeddedness of zero, since they were defined as those edges 
whose endpoints have no neighbors in common. 

In the example shown in Figure 3.11, what standsout about Ais the way in which 
all of his edges have significant embeddedness. A long line of research in sociology 
has argued that, if two individuals are connected by an embedded edge, it is easier for 
them to trust one another and to have confidence in the integrity of the transactions 
(social, economic, orotherwise) that take place between them [117, 118, 193, 194, 395]. 
Indeed, thc presence of mutual friends puts the interactions between two people "on 
display" in a social sense, even when they are c~mied out in private; in the event of 
misbehavior by one of the two parties to the interaction, there is the potential for social 
sanctions and reputational consequences from their mutual friends. As Granovetter 
writes, "My mortification at cheating a friend of long standing may be substantial even 
when undiscovered. It may increase when a friend becomes aware of it. But it may 
become even more unbearable when our mutual friends uncover the deceit and teil one 
another" [ 194]. 

No simi1ar kind of deterring threat exists for edges with zero embeddedness, since 
there is no one who knows both people involved in the interaction. In this respect, the 
interactions that B has with C and D are much riskier than the embedded interactions 
experienced by A. Moreover, the constraints on B's behavior are made complicated by 
the fact that she is subject to potentially contradictory norms and expectations from the 
different groups with which she associates [ 116]. 
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Structural Holes. Thus far we have been discussing the advantages that accrue for 
node A in Figure 3.11 from the closure in his network neighborhood, and the embedded 
edges that result. But a related line of research in sociology, catalyzed by the influential 
work of Burt [86], has argued that network positions such as that of node B, at the end 
of multiple local bridges, confer a distinct set of equally fundamental advantages. 

The canonical setting for this argument is the social network within an organiza
tion or company, consisting of people who are in some ways collaborating on common 
objectives andin other ways implicitly competing for career advancement. Note that, al
though we may be thinking about settings involving a formal organizational hierarchy
encoding who reports to whom - we are interested in the more informal network of 
who knows whom, and who talks to whom on a regular basis. Empirical studies of 
managers in !arge corporations have correlated an individual's success within a com
pany with his or her access to local bridges [86, 87]. At a more abstract Ievel, the central 
arguments behind these studies are also supported by the network principles we have 
been discussing, as we now explore further. 

Going back to the network in Figure 3.11, imagine that the network represents the 
interaction and collaboration amon_g managers in a !arge compan~. In Burt's language, 
node B, with her multiple local bndges, spans a structural hole m the organization _ 
the "empty space" in the network between two sets of nodes that do not otherwi 

b 'd " h' h h · se interact closely. (Unlike the term "local n ge, w tc as a prectse mathematical 
definition in terms of the underlying graph, we will keep the term "structural hole'' 
somewhat informal in this discussion.) The argument is that B 's position offers ad
vantages in several dimensions relative to A's position. The first kind of advantao-e 
following the observations in the previous section, is an informational one: B has ea;I ' 
access to information that originales in multiple, noninteracting parts of the networ: 
Any one person has a limited amount of energy they can invest in maintaining contac : 
across the organization, and B is investing her energy efficiently by reuehing out 

1

18 

different groups rather than basing all her contacts in the same group. 0 

A second, related kind of advantage is based on the way in which standing at 
01 

end of a local bridge can be an amplifier for creativity [88]. Experiencc from 
01

, 
1e 

. . . . . dl1y 
domains suggests that mnovatwns often anse from the .unexpected synthests of multiple 
ideas, with euch of the ideas perhaps well known by ttself, but well known in disti 

. , . . h . ., nct 
and unrelated bodies of expert1se. Thus, B s posltwn at t ~ mt~rHlce between several 
noninteracting groups gives her not only access to the combmed mformation from these 
groups but also the opportunity for novel ideas by combining thcse disparate sources 
of information in new ways. 

Finally, B's position in the network provieles an opportunity for a kind of socinl 
"gatekeeping": She regulates the access of bot~ C an_d D to the tightly-knit group 

10 
which she belongs, and she controls the ways m whtch her own group learns about 
information coming from C and D's groups. This positionprovieles B with a source of 
power in the organization, and one could imagine that certain people in this situation 
might try to prevent triangles from forming araund the local bridges they are a part of. 
For example, another edge from C or D into B 's group would reduce B 's gatekeeping 
roJe. 

This last point highlightsasensein which the interests of node B and of the organiza
tion as a whole may not be aligned. For the functioning of the organization, accelerating 
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the flow of information between groups could be beneficial, but this building of bridges 
would come at the expense of B's latent power at the boundaries of these groups. It 
also emphasizes that our analysis of structural holes is primarily a static one: we Iook 
at the network at a single point in time and consider the effects of the local bridges. 
How long these local bridges last before triadic closure produces short-cuts araund 
them, and the extent to which people in an organization are consciously, strategically 
seeking out local bridges and trying to maintain them, is less weil understood; it is a 
topic of ongoing research [90, 188, 252, 259]. 

Ultimately, then, there are trade-offs in the relative positions of A and B. The position 
of B at the interface between groups means that her interactions are less embedded 
within a single group and less protected by the presence of mutual network neighbors. 
On the other band, this riskier position provides her with access to information that 
resides in multiple groups and with the opportunity both to regulate the flow of this 
information and to synthesize it in new ways. 

Closure and Bridging as Forms ofSocial Capital. All ofthese arguments are framed 
in terms of individuals and groups deriving benefits from an underlying social structure 
or social network; as such, they are naturally related to the notion of social capital [ 117, 
118, 279, 342, 344]. Social capital is a term that has been in increasing1y widespread 
use, but it is a famously difficult one to define [138]. In Alejandro Portes's review of 
the topic, he writes, "Consensus is growing in the Iiterature that social capital stands 
for the ability of actors to secure benefits by virtue of membership in social networks 
or other social structures" [342]. 

The formulation of the term "social capital" is designed to suggest its roJe as part 
of an array of different forms of capital, all of which serve as tangible or intangible 
resources that can be mobilized to accomplish tasks. James Coleman and others speak 
of social capital alongside physical capital (the implements and technologies that help 
perform work) and human capital (the skills and talents that individual people bring 
to a job or goal) [118]. Pierre Bourdieu offers a related but distinct taxonomy, which 
considers social capital in relation to economic capital (consisting of monetary and 
physical resources) and cultural capital (the accumulated resources of a culturc that 
exist at a Ievel beyond any one individual's social circle, conveyed through education 
and other broad social institutions) [ 17, 75]. 

Borgatti, Jones, and Everett [74], summarizing discussions within the sociology 
community, have observed two important sources of variation in the use of the term 
"social capital." First, social capital is sometimes viewed as a property of a group; 
some groups function more effectively than others because of favorable properties of 
their social structures or networks. Alternately, it has also been considered a property 
of an individual. Used in this latter sense, a person can have more or Jess social capital 
depending on his or her position in the underlying social structure or network. A 
second, related source of terminological variation is based on whether social capital 
is a property that is purely intrinsic to a group- based only on the social interactions 
among the group 's members- or if it is also based on the interactions of the group with 
the outside world. 

A view at this Ievel of generality does not yet specify what kinds of network 
structures are the most effective for creating social capital, and the discussion earlier 
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in this section highlights several different perspectives on the question. The writings 
of Coleman and others on social capital emphasize the benefits of triadic closure and 
embedded edges for the reasons discussed earlier: they enable the enforcement of 
norms and reputational effects, and hence can help protect the integrity of social and 
economic transactions. Burt, on the other hand, discusses social capital as a tension 
between closure and brokerage: the former refers to Coleman's conception and the 
latter refers to benefits arising from the ability to "broker" interactions at the interface 
between different groups, across stmctural holes. 

In addition to the structural distinctions between these perspectives, their contrasts 
also illustrate different focuses on groups versus individuals and on the activity within 
a group versus its contacts with a larger population. The contrasts are also related to 
Robert Putnam's dichotomy between bonding capital and bridging capital [344]; these 
terms, although intended informally, correspond roughly to the kinds of social capital 
arising respectively from Connections within a tightly-knit group and from connections 
between such groups. 

The notion of social capital thus provides a framework for thinking about social 
structures as facilitators of effective action by individuals and groups, and a way of 
focusing discussions of the different kinds of benefits conferred by different structur 
Networks are at the heart of such discussions,. both in the way ~hey ~roduce clos:~ 
groups where transactions can be trusted and m the w.ay they ~mk d1:f~rent groups 
and thereby enable the fusion of different sources of mformatwn res1dmg in these 
groups. 

3.6 Advanced Material: ßetweenness Measures 
and Graph Partitioning 

This is the first in a series of sections throughout the book labeled "Advanced Material." 
Bach of these sections comes at the end of a chapter and exp.lor~s mathematically tnore 
sophisticated aspects of some of the models developed earher m the chapter. They are 
strictly optional, in that nothing later in the book builds on them. Also, although these 
sections are technically more involved, they are written tobe completely self-contained 
except where specific pieces of mathematical background are needed; this necessar ' 
background is noted at the beginnings of the sections where it is required. y 

In this section, we formulate more concrete mathematical definitions for some of 
the basic concepts from earlier in the chapter. The discussion in this chapter has ar
ticulated a way of thinking about networks in terms of tightly-knit regions and the 
weaker ties that link them together. We have formulated precise definitions for some 
of the underlying concepts, such as the dustering coefficient and the definition of a 
Iocal bridge. In the process, however, we have refrained from trying to delineate pre
cisely what we mean by a "tightly-knit region," and how to formally characterize such 
regions. 

For our purposes so far, it has been useful to be able to speak in this more general, 
informal way about tightly-knit regions; it helps to be flexible since the exact charac
terization of the notion may differ depending on the different domains in which we 
encounter it. But there are also settings in which it is valuable to have a more precise, 
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Figure 3.12. A coauthorship network of physicists and applied mathematicians working on 
networks [322]. Within this professional community, more tightly-knit subgroups areevident 
from the network structure. (Image from the American Physical Society.) 

formal definition. In particular, a formal definition can be crucial if we are faced with 
a network data set and actually want to identify densely connected groups of nodes 
within it. 

Therefore, the focus here is to describe a method that can take a network and break 
it down into a set of tightly-knit regions, with sparser interconnections between the 
regions. We will refer to this problern as graph partitioning, and the constituent parts 
into which the network is divided are the regions arising from the partitioning method. 
Formulating a method for graph partitioning will implicitly require working out a set of 
definitions für all these notions that are both mathematically tractable and also useful 
on real data sets. 

To give a sense for what we might hope to achieve from such a method, let's consider 
two examples. The first, shown in Figure 3.12, depicts the coauthorships among a set 
of physicists and applied mathematicians working on networks [322]. Recall that we 
discussed coauthorship networks in Chapter 2 as a way of encoding the collaborations 
within a professional community. It is clear from the picture that there are tightly-knit 
groups within this community, and some people sit on the boundaries oftheir respective 
groups. Indeed it resembles, at a somewhat !arger scale, some of the pictures of tightly 
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Figure 3.13. A karate club studied by Wayne Zachary [421]. A dispute during the co 
the study caused it to split into two clubs, i.ndicated by the shading of the nodes. Co~r~et of 
boundaries of the two clubs have been pred1cted from the network structure? (Image from t~e 
Journal of Anthropological Research.) e 

knit groups and weak ties that we drew in schematic form earlier in examples such as 
Figure 3.11. Is there a genera1 way to pull these groups out of the data, beyond usin ,. 
just our visual intuition? g 

A second example, in Figure 3.13, is ~ picture ~f the social netw~rk of a karate club 
studied by Wayne Zachary [ 421] and dtscussed m Chapter 1: a dtspute between h 
president (node 34) and the instructor (node 1) led the club to split into two rival cl ~ ~ 
Figure 3.13 shows the network structure, with the membership in the two clubs a~· s: 
the division indicated by the shaded and unshaded nodes. Now, a natural quest' t~t 

. lf . h . .. . d' ton ts whether the structure ttse contams enoug tntormatwn to pre tct the fault Ii I 
· h I' I k · t .. b ne. · n other words, dtd t e sp tt occur a ong a wea 111 ertace etween two densely conn • 

· · h k · F' 3 12 · f' h I' ected regwns? Unltke t e networ 111 tgure . , or 111 some o · t e ear ter examples i h 
fl . · h 'II h 'I · n t e chapter, the two con tctmg groups ere are stt eavt y 111terconnected. So to iden . f 

the division in this case, we need to Iook for more subtle signals in the way that dtt ~ 
f... · I I "d · " h e ges between the groups e tecttve y occur at ower enstty t an edges within the gro . 

We will see that in fact this is possible, both for the definitions considered here an;
1f8

• 

d f
• . . or 

other e tmtwns. 

A. A Method for Graph J>artitioning 

Man~ different appr?aches ha~e .b~en d~velo?ed for t~e pro~lem of graph partitioning, 
and for networks wtth clear dtvtswns mto ttghtly-kmt regwns, there are often many 
methods that will prove to be effective. While these methods can difTer considerably 
in their speciflcs, it is useful to identify the different general styles that motivate their 
designs. 
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(a) 

(b) 

Figure 3.14. (a) A sample network and (b) tightly-knit regions and their nested structure. ln 
many networks, there are tightly-knit regions that are intuitively apparent, and they can even 
display a nested structure, with smaller regions nesting inside !arger ones. 

General Approachcs to Graph Partitioning. One class of methods focuses on iden
tifying and removing the "spanning links" between densely connected regions. Once 
theselinks are removed, the network begins to fall apart into !arge pieces; within these 
pieces, further spanning links can be identified, and the process continues. We will 
refer to these as divisive methods of graph partitioning, because they divide up the 
network as they go. 

An alternate class of methods starts from the opposite end of the prob lern, focusing 
on the most tightly-knit parts of the network, rather than on the connections at their 
boundaries. Such methods find nodes that are likely to beleng to the same region and 
merge them together. Once this is done, the network consists of a large nurober of 
merged chunks, each containing the seeds of a densely connected region; the process 
then Iooks for chunks that should be further merged together, and in this way the 
regions are assembled "bottom-up." We refer to these as agglomerative methods of 
graph partitioning, because they glue nodes together into regions as they go. 

To illustrate the conceptual differences between these two approaches, consider 
the simple graph in Figure 3.14(a). Intuitively, as indicated in Figure 3.14(b), there 
is a broad Separation between one region, consisting of nodes 1-7, and another 
region, consisting of nodes 8-14. Within each of these regions, there isafurther split: on 
the 1eft into nodes 1-3 and nodes 4-6, and on the right into nodes 9-11 and nodes 12-14. 
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6 

Figure 3.15. A network can display tightly-knit regions even when there are no bridges or 
local bridges along which toseparate it. 

Note how this simple example already illustrates that the process of graph partitionin(T 
can usefully be viewed as producing regions in the network that are naturally neste(f: 
!arger regions potentially contain several smaller, even more densely connected regions 
"nested" within them. This is of course a familiar picture from everyday life, Where 
for example, a separation of the global population into national groups can be furth '. 
subdivided into Subpopulations within partictllar local areas within countries. er 

In fact, a number of graph.p~~titioning meth?ds will find the nested set of regions 
indicated in Figure 3.14(b). DlVlstve methods wrll generali_Y ?roceed b~ breaking apart 
the graph first at the 7-8 edge and subsequently at the remammg edges mto nodes 7 anct 
8. Agglomerative methods will arrive at the same result from the opposite directio 
first by merging the four trian~les into clumps and then by finding that the triangi~ 
themselves can be naturally parred off. 

This is a good point at which to make the discuss~on more concrete, and to do so We 
focus on a partict!lar divisive method proposed by Gtrvan and Newman [ 184, 322]. Th 
Girvan-Newman method has ~een applied very widcl~ in rccent years, and to socia~ 
network data in particular. Agam, however, we emphasrze that graph partitioning is , 

. II 'd f'd'f1' t 1 · · . '111 area in which an especta y Wl e ~ange o . 1 1eren approac 1es 1s m use. The approach 
we discuss is an elegant and parttcular w1dely used one; however, understandin , th 

k b · d'f1' 't · · g e types of methods that wor est 111 1 1erent SI uattons remams a subject of active 
research. 

The Notion of Betweenness. To motivate the design of a divisive method for , 
1 partitioning, Iet's think about some gcneral principles that might Iead us to rerno~;·~~~ 

7-8 edge first in Figure 3.14(a). 

A first idea, motivated by the discussion carlier in this chapter, is that because 
bridges and Jocal bridges often connect weakly intcracting parts of the network w 
should try removing these bridges and local bridges first. This idea is in t~lct alon~ th: 
right Jines; the problern is simply that it's not strong enough, for two reasons. First 
when there are several bridges, we need to decide which to remove first. As we se~ 
in Figure 3.14(a), where there are five bridges, certain bridges can produce more 
reasonable splits than others. Second, there can be graphs where no edge is even a local 
bridge, because every edge belongs to a triangle - yet there is still a natural division 
into regions. Figure 3.15 shows a simple example, where we may want to identify 
nodes 1-5 and nodes 7-1 I as tightly-knit regions despite the fact that there are no locai 
bridges to remove. 
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However, if we think more generally about what bridges and local bridges are 
doing, then we can arrive at a notion that forms the central ingredient of the Girvan
Newman method. Local bridges are important because they form part of the shortest 
path between pairs of nodes in different parts of the network; without a particular 
local bridge, paths between many pairs of nodes may have to be "re-routed" a Ionger 
distance. We therefore define an abstract notion of "traffic" on the network and Iook for 
the edges that carry the most of this traffic. Like crucial bridges and highway arteries, 
we might expect these edges to link ditierent densely connected regions, and hence to 
be good candidates for removal in a divisive method. 

We define our notion of traffic as follows. For every pair of nodes A and B in the 
graph that are connected by a path, we imagine having one unit of fluid "flow" along 
the edges from A toB. (lf A and B belong to different connected components, then no 
fluid flows between them.) The ftow between A and B divides itself evenly along all 
the possible shortest paths from A to B: so if there are k shortest paths between A and 
B, then 1/ k units of flow pass along each path. 

We define the betweenness of an edge tobe the total amount of flow it carries, taking 
into account the flow between all pairs of nodes using this edge. For example, we can 
determine the betweenness of each edge in Figure 3.14(a) as follows: 

• First consider the 7-8 edge. Foreach node A in the left half of the graph, and for 
each node B in the right half of the graph, their full unit of tlow passes through 
the 7-8 edge. On the other hand, no tlow passing between pairs of nodes that both 
lie in the same half uses this edge. As a result, the betweenness of the 7-8 edge is 
7 X 7 = 49. 

• The 3-7 edge carries the full unit of flow from each node among I, 2, and 3 to 
each node among 4-14. Thus, the betweenness of this edge is 3 x II = 33. The 
same goes for the edges 6-7, 8-9, and 8-12. 

• The 1-3 edge carries al1 the ftow from node 1 to every other except nodc 2. As 
a result, its betweennness is 12. By strictly symmetric reasoning, the other edges 
linked from nodes 3, 6, 9, and 12 into their respective triangles have a betweenness 
of 12 as weil. 

• Finally, the 1-2 edge only carries flow between its endpoints, so its betweenness 
is 1. This also holds for edges 4-5, 10-11, and 13-14. 

Thus, betweenness has picked out the 7-8 edge as the one that carries the most 
traftic. 

In fact, the idea of using betweenness to identify important edges draws on a long 
history in sociology, where most people attribute its first explicit articulation to Linton 
Freeman [73, 168, 169]. Its use by sociologists has traditionally focused more on nodes 
than on edges, where the definition is the same: the betweenness of a node is the total 
amount of tlow that it carries, when a unit of flow between each pair of nodes is 
divided up evenly over shortest paths. Like edges of high betweenness, nodes of high 
betweenness occupy critical roles in the network structure. Indeed, because carrying a 
!arge amount of flow suggests a position at the interface between tightly-knit groups, 
tbere are clear relationships of betweenness with our earlier discussions of nodes that 
span structural holes in a social network [86]. 
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Figurc 3.16. The three steps (a)-(c) of the Girvan-Newman method applied to the 
from Figure 3 .14(a). network 

The Girvan-Newman Mcthod: Successively Dcleting Edges of High ßctwcen , 
Edges of high betweenness are the edges that, over all pairs of nodes, carry the h' nhcss. 

. Ig est 
volume ?f traffk along s~orte~t paths. Ba~ed on .thc prem1se th~t ~hese edges are the 
most "vital" for connectmg different reg10ns of the network, It IS natural to tr 
remove these first. This approach is the crux of the Girvan-Newman mcthod w!Y. tho 

' 1IC can now be summarized as follows: 

l. Find the edge of highest betweenness- or multiple edges of highest betweenness, 
if there is a tie- and remove these edges from the graph. This may cause the graph 
to separate into multiple components. If so, this is the first Ievel of regions in the 
partitioning of the graph. 

2. Now recalculate all betweennesses, and again remove the edge or edges of highest 
betweenness. This procedure may break some of the existing components into 
smaller components; if so, these are regions nested within the !arger regions. 
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Figure 3.17. The four steps (a)-(d) of the Girvan-Newman method applied to the network from 
Figure3.15 . 

. . . Proceed in this way as long as edges remain in the graph, in each step recalculating 
all betweennesses and removing the edge or edges of highest betweenness. 

Thus, as the graph falls apart first into )arge pieces and then into smaller ones, the 
method naturally exposes a nested structure in the tightly-knit regions. In Figures 3.16 
and 3.17 we show how the method operates on the graphs from Figures 3.14(a) and 
3.15, respectively. Note how smaller regions emerge from )arger ones as edges are 
successively removed. 

The sequence of steps in Figure 3.17 in fact exposes some interesting points about 
how the method works: 

• When we calculate the betweenness in the first step, the 5-7 edge carries all the 
flow from nodes 1-5 to nodes 7-11, for a betweenness of25. The 5-6 edge, on the 
other hand, only carries flow from node 6 to each of nodes 1-5, for a betweenness 
of 5 (and similarly for the 6-7 edge). 
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• Once the 5-7 edge is deleted, however, all the betweennesses for the second step 
are recalculatedo At this point, all 25 units of flow that used to be on this deleted 
edge have shifted onto the path through nodes 5, 6, and 7, and so the betweenness 
of the 5-6 edge (and also the 6-7 edge) has increased to 5 + 25 = 300 This is why 
these two edges are deleted next. 

In their original presentation of the method, Girvan and Newman showed its effec
tiveness at partitioning a number of real network data sets into intuitively reasonable 
sets of regionso For example, on Zachary's karate club network in Figure 3

0

13, when 
the method is used to remove edges until the graph first separates into two pieces, the 
resulting partition agrees with the actual split that occurred in the club except for a 
single person- node 9 in the figureo In reallife, node 9 went with the instructor's club 
even though the graph partitioning analysis here would predict that he would join th~ 
president's clubo 

Zachary's original analysis of the karate club employed a different approach, which 
also used the network structureo He first suppl~mente~ othe network with numerical 
estimates of tie strength for the edges, based on h1s empmcal study of the relationsh 0 , 

0 d f d f 0 0 Ips within the karate clubo He then identJfie a set o e ges o mm1mum total strength wh 
removal would place node 1 and node 34 (the rivalleaders) in different connected co~~~ 
ponents, and he predicted this as the split. The ~pproach Zacohary used- deleting edges 
of minimumtotal strength toseparate two spec1fied nodes -Is known as the problern or 
finding a minimum cut in a graph, and it has the been the su~jectoo~ extensive research 
and applications [8, 164, 253]0 In the karate club network, th1s mmimum-cut approach 
produced the same split as the Girvan-New_man method: ~t agreed with the split that 
actually occurred except for the outcome of node 9, an ahgnment of predictions th· 

h h 0 0 0 d <tt emphasizes how different approac es to grap partJtlonmg can pro uce correspondin ~ 
results. It is also interesting to note that Zachary traced the a~omalous nature of node ~ 
to a fact that the network structure could not capture: at the time of the actual split tl 
person corresponding to node ~ was three weeks aw~y fr01~ completing a four~~e~~ 
quest to obtain a black belt, whtch he could only do wtth the mstructor (node 1 ). 

Among the other examples discussed by.Girvan and ~ewman, they provide a Par~ 
tition of the coauthorship network from Ftgure 3.12, wtth the top Ievel of reg· 

. · tons 
suggested by the different shadings of the nodes m that figure. 

Ultimately, it is achallenge to rigorously evaluate graph partitioning methods and to 
formulate ways of asserting that one is better than another, both because the goa! is hard 
to formalize and because different methods may be morc or less effective on differe t 
kinds of networks. Moreover, a Iine of recent work by Leskovec et al. has argucd tha~ 
in real social-network data, it is much easier to separate a tightly-knit region from th~ 
rest of the network when it is relatively small - on the order of at most a few hundred 
nodes [275]. Studies on a range of different social and information networks suggest 
that, beyond this size, sets of nodes become much more "inextricable" from the rest 
of the network, raising the prospect that graph partitioning approaches on this type of 
data may produce qualitatively different results for small networks and small regions 
than for !arge oneso This is an area of ongoing investigation. 

In the remainder of this section, we address a final important issue: how to actually 
compute the betweenness quantities that are needed to make the Girvan-Newman 
method worko 
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(a) (b) 

Figure 3.18. The first step in the efficient method for computing betweenness values is to 
perform a breadth-first search of the network. (a) A sample network and (b) the results of 
breadth-first search from node A are shown; over the course of the method, breadth-first 
search is performed from each node in turn. 

ß. Computing ßetweenness Values 

To perform the Girvan-Newman method, we need a way to find the edges of highest 
betweenness in each step. This is done by computing all the betweennesses of all 
edges and then looking for the ones with the highest values. The tricky part is that 
the definition of betweenness involves reasoning about the set of all the shortest paths 
between pairs of nodes. Since there could be a very )arge number of such shortest 
paths, how can we efficiently compute betweenness without the overhead of actually 
listing out all such paths? Finding a reasonable answer to this question is crucial for 
implementing the method on a computer to work with data sets of any reasonable 
size. 

In fact, there isaclever way to compute betweennesses efficiently [77, 317], and it 
is based on the notion of breadth-first search from Section 2.3. We consider the graph 
from the perspective of one node at a time; for each given node, we compute how 
the total flow from that node to all others is distributed over the edges. If we do this 
computation for every node, then we can simply add up the flows from all of them to 
get the betweennesses on every edge. 

So let's consider how we would determine the flow from one node to all other nodes 
in the graph. As an example, we'll look at the graph in Figure 3.18(a), focusing on 
how the flow from node A reaches all other nodes. We do this in the following three 
high-level steps, which we describe in more detail next: 

l. Perform a breadth-first search of the graph, starting at A. 

2. Determine the number of shortest paths from A to each other node. 
3. Based on these numbers, determine the amount of tlow from A to all other nodes 

that use each edge. 

For the first step, recall that breadth-first search divides a graph into layers starting 
at a given node (A in our case), in which all the nodes in layer d have distance d 
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3 

# shortest A-1 paths = K 
# shortest A-F paths + 
# shortest A-G paths 

# shortest A-K paths 
= # shortest A-1 paths 
+ # shortest A-J paths 

Figure 3.19. The second step in computing betweenness values is to count the nurnb 
shortest paths from a starting node A to all other nodes in the network. This can be ~r of 
by adding up counts of shortest paths, moving downward through the breadth-first 

5 
on~ 

earc!-) structure. 

from A. Moreover, the shortest paths from A to a node X in layer d are precisely th 
paths that move downward from A to X one layer at a time, thereby taking exactl e 
steps. Figure 3.18(b) sho~s the resul~ of a breadth-first sear~h from A in our gra;I~~ 
with the Iayers placed honzontally gomg downward from A. fhus, for example . 

'sorne inspection of the figure shows that there are two shortest paths (each of Iength 2) 
1 
.. 

. rom A to F: one using nodes A, B, and F, and the other usmg nodes A, C, and F. 

Counting Shortest Jlaths. Now, let's consider· the second step: determining the 
. 11lll11-

ber of shortest paths from A to each other node. There ts a remarkably clean way to do 
this, by working down through the layers of the breadth-first search. 

To motivate this, consider a node like I in Figurc 3.18(b). All shortest P'lths f 
< • rorn A to I must take their last step through either F or G, because these are thc two 

1 . . . noc es 
above I in the breadth-first sem·ch. (For tenmnologtcal convemence, we will say tl , , 

. h b d h f' h 'f' X . . 1<1t d node X is above a node Y m t e rea t - rrst searc 1 · rs m the Iayer immediately 
Preceding Y and X has an edge to Y.) Moreover, tobe a shortest path to I -1 P'lth 

' • • ' < < 111USt 
first be a shortest path to one of F or G, and then take thrs last stcp to I. It follows that 
the number of shortest paths from A to I is precisely the number of shortest paths from 
A to F, plus the number of shortest paths from A to G. 

We can use this as a genenll method to count the 11limber of shortest paths from A 
to all other nodes, as depicted in Figure 3. I 9. Bach node in the first layer is a neighbor 
of A, and so it has only one shortest path from A: the edge leading straight from A to 
it. So we give each of these nodes a count of I. Now, as we move down through the 
breadth-tirst search layers, we apply the reasoning discussed above to conclude that 
the number of shortest paths to each node should be the sum of the m1mber of shortest 
paths to all nodes directly above it in the breadth-first sem·ch. Warking downward 
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Figure 3.20. The final step in computing betweenness values is to determine the flow values 
from a starting node A to all other nodes in the network. This is done by working up from the 
lowest layers of the breadth-first search and dividing up the flow above a node in proportion 
to the number of shortest paths coming into it on each edge. 

through the layers, we thus get the number of shortest paths to each node, as shown in 
Figure 3.19. Note that, by the time we get to deeper layers, it may not be so easy to 
determine these numbers by visual inspection - for example, to immediately Iist the 
six different shortest paths from A to K - but it is quite easy when they are built up 
layer-by-layer in this way. 

Determining Flow Valucs. Finally, we come to the third step: comptlting how the flow 
from A to all other nodes spreads out across the edges. Here too we use the breadth-first 
search structure, but this time working up from the lowest layers. We first show the 
idea in Figurc 3.20 for our running example, and then describe the general procedure. 

• Let's statt at the bottarn with node K. A single unit of flow arrives at K, and an 
equal number of the shortest paths from A to K come through nodes I and J, so 
this unit of flow is equally divided over the two incoming edges. Therefore we put 
a half-tmit of flow on each of these edges. 

• Now, working upward, the total amount of flow arriving at I is equal to the one unit 
actually destined for I plus the half-tmit passing through to K, foratotal of 3/2. 
How docs this 3/2 amount of flow get divided over the edgcs leading upward from 
I, to F and G, respectively? We see from the second step that there are twice as 
many shortest paths from A through F as through G, so twice as much of the flow 
should come from F. Therefore we put one unit of the flow on F, and a half-tmit 
of the f1ow on G, as indicated in the figure. 

• We continue in this way for each other node, working upward through the layers 
of the breadth-first search. 

From this, it is not hard to describe the principle in general. When we get to a node X 
in the breadth-first search structure, working up from the bottom, we add up all the flow 
traveling on edges directly below X, plus 1 for the f1ow destined for X itself. (Because 
we are proceeding from the bottarn up, we will know how much flow is traveling on 
each edge below X by the time we get to X.) We then divide this total flow up over the 
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edges leading upward from X, in proportion to the number of shortest paths coming 
through each. You can check that applying this principle Ieads to the numbers shown 
in Figure 3.20. 

We are now essentially done. We build one of these breadth-first structures from 
each node in the network, determine flow values from the node using this procedure, 
and then we sum up the flow values to get the betweenness value for each edge. Notice 
that we are counting the flow between each pair of nodes X and Y twice: once when 
we do the breadth-first search from X and once when we do it from Y. Therefore, at the 
end we divide everything by 2 to cancel out this double counting. Finally, using these 
betweenness values, we can identify the edges of highest betweenness for purposes of 
removing them in the Girvan-Newman method. 

Final Observations. The method just described can be used to compute the between
nesses of nodes as well as edges. In fact, this is already happening in the third step: notice 
that we implicitly keep track ofthe amounts offlow through the nodes as well as throu ~h 
the edges, and this is what is needed to determine the betweennesses of the nodes. g 

The original Girvan-Newman method described here, ~ased on repeated removal of 
high-betweenness edges, is a good concept~al way t~ thmk ab~ut graph partitioning, 
and it works weil for networks of moderate s1ze (up to a few thousand nodes). Rowever 
for !arger networks, the need to recomput~ b~tweenness valu~s at every step become~ 
computationally very expensive. In view of th1s, a number of different alternatives have 
been proposed to more efficiently identify similar sets of tightly-knit regions. These 
include methods of approximating the betweenness [34] and related but more efticie 
graph partitioning approaches using divisive and agglomerative methods [35, 321~~ 
Finding fast partitioning methods that can scale to very !arge network data sets remains 
a topic of considerable interest. 

3. 7 Exercises 

1. ln two to three scntences, explain what triadic closure is and how it plays a rol , . 
. I I " J h . . e ln the formation of soc1a networ<s. 10LI can craw a sc emat1c p1cture if you find it 

uscful. 

2. Consider the graph in Figure 3.21, in w~ich each edge- ~xccpt the edge connectin 
1 nodes B and C- is labeled as a strong t1e (5) or a weak t1e (W). g 

w 

? 

Figure 3.21. A graph with a labeling of the edges as strong or weak ties, for Exercise 2. 
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Figure 3.22. A graph with a labeling of the edges as strong or weak ties, for Exercise 3. 

According to the theary af strang and weak ties, using the Strang Triadic Clasure 
assumptian, haw wauld you expect the edge cannecting B and C to be labeled? 
Give a brief (one- ta three-sentence) explanation far your answer. 

3. ln the social network depicted in Figure 3.22, in which each edge is labeled as either 

a strong ar weak tie, which nodes satisfy the Strong Triadic Closure praperty fram 
this chapter, and which da not? Provide an explanation far yaur answer. 

4. ln the social netwark depicted in Figure 3.23, in which each edge is labeled as either 
a strong or weak tie, which twa nodes violate the Strang Triadic Clasure property? 
Pravide an explanation for your answer. 

5. ln the social netwark depicted in Figure 3.24, in which each edge is labeled as either 
a strang ar weak tie, which nodes satisfy the Strong Triadic Closure property fram 
this chapter, and which do not? Provide an explanation for yaur answer. 

w/[ 
·:J 

Figure 3.23. A graph with a labeling of the edges as strong or weak ties, for Exercise 4. 

Figure 3.24. A graph with a labeling of the edges as strong or weak ties, for Exercise 5. 





CHAPTER 5 

Positive and Negative 
Relationships 

In our discussion of networks thus far, we have generally viewed the relationships 
contained in these networks as having positive connotations -links have typically indi
cated such things as friendship, collaboration, sharing of information, or membership 
in a group. The terminology of online social networks reftects a largely similar view, 
through its emphasis on the connections one forms with friends, fans, followers, and 
so forth. But in most network settings, there are also negative effects at work. Some 
relations are friendly, but others are antagonistic or hostile; interactions between peo
ple or groups are regularly beset by controversy, disagreement, and sometimes outright 
conftict. How should we reason about the mix of positive and negative relationships 
that take place within a network? 

Herewe describe a rich part of social network theory that involves taking a network 
and annotating its links (i.e., its edges) with positive and negative signs. Positive 
links represent friendship while negative links represent antagonism, and an important 
problern in the study of social networks is to understand the tension between these two 
forces. The notion of structural balance that we discuss in this chapter is one of the 
basic frameworks for doing this. 

In addition to introducing some of the basics of structural balance, our discussion in 
this chapter serves a second, methodological purpose: it illustrates a nice connection 
between local and global network properties. A recurring issue in the analysis of 
networked systems is the way in which local effects- phenomena involving only a few 
nodes at a time - can have global consequences that are observable at the Ievel of the 
network as a whole. Structural balance offers a way to capture one such relationship 
in a very clean way, and by purely mathematical analysis: we will consider a simple 
definition abstractly and find that it inevitably Ieads to certain macroscopic properties 
of the network. 

5.1 Structural Balance 

We focus here on perhaps the most basic model of positive and negative relationships, 
since it captures the essential idea. Suppose we have a social network on a set of 
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+ 

B r--------1 c B 1---------{ c 

(c) (d) 

Figure 5.1. Structural balance: each labeled triangle must have one or three positive edges
(a) A, B,_ and C are mutual friends: balanced. (b) A is friends with B and c, but they don't ge t 
along wtth each other: not balanced. (c) A and ß are friends and c isamutual enemy: balanced
(d) A, B, and C aremutual enemies: not balanced. 

people, in which everyone knows everyone eise_ so we have an edge joining each pair 
of nodes. Such a network is called a clique, or a complete grap/z. We then labe! each 
edge with either + or -; a + Iabel indicates that its two endpoints are friends, while a -
Iabel indicates that its two endpoints are enemies. 

Because there's an edge connecting each pair of nodes, we are assuming that each 
pair of people are either friends or enemies - no two pcople are indifferent to one 
another or unaware of each other. Thus, the model under consideration makes the most 
sense for a group of people small enough to have this Ievel of mutual awarcness (e.g., 
a classroom, a small company, a sports team, or a fraternity or sorority) or for a setting 
such as international relations, in which the nodes are countrics and each country has 
an official diplomatic position toward every other country. 1 

The principles underlying structural balance are based on theories in social psy
chology dating back to the work of Heider in the I 940s [2 J 6] and generalized and 
extended to the language of graphs beginning with thc work of Cartwright and Harm·y 
in the 1950s [97, 126, 204]. The crucial idea is the following. If we Iook at any two 
people in the group in isolation, the edge between them can be labeled + or -; that is, 
they are either friends or enemies. But when we Iook at sets of three people at a time, 
certain configurations of +'s and -'s are socially and psychologically morc plausible 
than others. In particular, there are four distinct ways (up to symmetry) to Iabel the 
three edges among three people with + 's and - 's (sec Figure 5.1). We can distinguish 
among these four possibilities as follows. 

I. Given a set of people A, B, and C, having three pluses among them [as in Fig
ure 5. I(a)J is a very natural situation: it corresponds to thrce people who aremutual 
friends. 

I Later, in Section 5.5, we will consider the more general setting in which not cvery pair of nod<!s is nccessarily 
connected by an edge. 

..--



STRUCTURALßALANCE 109 

balanced not balanced 

Figure 5.2. The labeled four-node complete graph on the left is balanced; the graph on the 
right is not. 

2. Having a single plus and two minuses in the relations among the three people is 

also very natural: it means that two ofthe three are friends, and they have a mutual 

enemy in the third [see Figure 5.l(c)]. 

3. The other two possible labelings of the triangle of A, B, and C introduce some 

amount of psychological "stress" or "instability" into the relationships. A triangle 

with two pluses and one minus corresponds [as in Figure 5.l(b)] to a person A 

who is friends with each of B and C, but B and C don't get along with each other. 

In this type of situation, there would be implicit forces pushing A to try to get B 

and C to become friends (thus turning the B-C edge Iabel to + ); or eise for A to 

side with one of B or C against the other (turning one of the edge Iabels out of A 

to a-). 
4. Similarly, there are sources of instability in a configuration where each of A, B, 

and C aremutual enemies [as in Figure 5.l(d)]. In this case, there would be forces 

motivating two of the three people to "team up" against the third (turning one of 

the three edge Iabels to a + ). 
Based on this reasoning, we refer to triangles with one or three +'s as balanced, 

since they are free of these sources of instability, and we refer to triangles with zero or 

two +'s as unbalanced. The argument by structural balance theorists is that, because 

unbalanced triangles are sources of stress or psychological dissonance, people strive 

to minimize them in their personal relationships, and hence they will be less abundant 

in real social settings than balanced triangles. 

Dcfining Structural Balance for Nctworks. So far we have been talking about struc

tural balance for groups of three nodes. But it is easy to create a definition that naturally 

generalizes this to complete graphs on an arbitrary number of nodes, with edges labeled 

by pluses and minuses. 
Specifically, we say that a labeled complete graph is balanced if every one of its 

triangles is balanced - that is, if it obeys the following: 

Structural Balance Property: For every set of three nodes, if we consider the 
three edges connecting them, either all three of these edges are labeled +, or 
exactly one of them is labeled +. 

For example, consider the two Iabeled four-node networks in Figure 5.2. The one 

on the left is balanced, because we can check that each set of three nodes satisfies the 
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Figure 5.3. lf a complete graph can bc dividcd into two sets of mutual friends, with complete 
mutual antagonism between the two scts, then it is balanced. Furthermore, this is the only way 
for a complete graph to be balanced (other than graphs with all edgcs positive). 

Structural Balance property. On the other hand, the one on the right is not balanced, 
since among the three nodes, A, B, and C, there are exactly two edges labeled +, in 
violation of structural balance. (The triangle on B, C, D also violates the condition.) 

The definition ofbalanced networks here represents the limit of a social system that 
has eliminated all unbalanced triangles. As such, it is a fairly extreme definition- for 
example, one could instead propose a definition only requiring that at least some !arge 
percentage of all triangles were balanced, allowing a few triangles to be unbalanced.

2 

But the version with all triangles balanced isafundamental first step in thinking about 
this concept; and as we will see next, it turnsout to have very interesting mathematical 
structure that in fact helps to inform the conclusions of more complicated models as 
weiL 

5.2 Characterizing the Structure of Balanced Networks 

At a general level, what does a balanced network (i.e., a balanced labeled complete 
graph) Iook like? Given any specific example, we can check all triangles to make sure 
that they each obey the balance conditions, but it would be much better to have a simple 
conceptual description of what a balanced network looks like in general. 

One way for a network to be balanced is if everyone likes each other; in this case, 
all triangles have three + Iabels. On the other hand, the Ieft-hand side of Figure 5.2 
suggests a slightly more complicated way for a network to be balanced: it consists 
of two groups of friends (A, B and C, D), with negative relations between people in 
different groups. This is actually true in general: suppose we have a Iabeled complete 
graph in which the nodes can be divided into two groups, X and y, suchthat each pair of 
people in X Iikes each other, each pair of people in Y Iikes each other, and everyone in 
Xis the enemy of everyone in Y. (See the schematic illustration in Figure 5.3.) You can 
checkthat such a network is balanced: a triangle contained entirely in one group or the 

2 We consider this type of weakcr definition in Scction 5.5. 
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other has three + Iabels, and a triangle with two people in one group and one in the 
other has exactly one + Iabel. 

. So this describes two basic ways to achieve structural balance: either everyone 
hkes each other, or the world consists of two groups of mutual friends with complete 
antagonism between the groups. The surprising fact is the following: these are the only 

ways to have a balanced network. We formulate this fact precisely as the following 
Balance Theorem, proved by Frank Harary in 1953 [97, 204]: 

The Balance Theorem: If a labeled complete graph is balanced, then either all 
pairs of nodes arc friends, or eise the nodes can be divided into two groups, X 
and Y, such that each pair of people in X Iikes each other, each pair of people 
in Y likes each other, and everyone in X is the enemy of everyone in Y. 

!~e Balance Theorem is not at all an obvious fact, nor should it be initially clear why 
1t 18 true. Essentially, we're taking a purely local property - namely the Structural 
~alance property, which applies to only three nodes at a time - and showing that it 
~mplies a strong global property: either everyone gets along, or the world is divided 
Jnto two battling factions. 

We're now going to show why this claim is in fact true. 

Proving the Balance Theorem. Establishing the claim requires a proof: We're going 
to suppose we have an arbitrary Iabeled complete graph, assume only that it is balanced, 
~nd conclude either that everyone is friends, orthat there are sets X and Y as described 
111 

the claim. Recall that we've worked through a proof in earlier in the book, in 
Chapter 3, where we used simple assumptions about triadic closure in a social network 
to conclude that alllocal bridges in the network must be weak ties. Our proof here will 

be somewhat longer, but still very natural and Straightforward - we use the definition 
o[ balance to directly derive the conclusion of the claim. 

To start, suppose we have a labeled complete graph, and all we know is that it's 
baianced. We have to show that it has the structure in the claim. If it has no negative 
edges at al!, then everyone is friends, and we're all set. Otherwise, at least one negative 
edge is present, and we must somehow come up with a division of the nodes into sets 
of mutual friends X and y with complete antagonism between them. The difficulty is 

that, knowing so little abo~t the graph itself other than that it is balanced, it's not clear 
how We're supposed to identify X and Y. 

Let's pick any node in the network- we'll call it A- and consider things from A's 
Perspective. Every other node is either a friend of A or an enemy of A. Thus, natural 
candidates to try for the sets X and y would be to define X to be A and all its friends, 

a~d to define Y to be all the enemies of A. This is indeed a division of all the nodes, 
Since every node is either a friend or an enemy of A. 

Recall what we must show in order for these two sets, X and Y, to satisfy the 
cond· · · Ihons of the claim: 

(i) Every two nodes in X arc friends. 
(ii) Every two nodes in Y are friends. 

(iii) Every node in Xis an enemy of every node in Y. 
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friends of A enemies of A 

Figure 5.4. A schematic illustration of our analysis of balanced networks. (There may be other 
nodes not illustrated here.) 

We now argue that each of these conditions is in fact true for our choice of X and Y. 
This will mean that X and Y do satisfy thc conditions of the claim, and it will complete 
the proof. The rcst ofthe argumcnt, establishing conditions (i), (ii), and (iii), is illustrated 
schematically in Figure 5.4. 

For condition (i), we know that Ais friends with every other node in X. How about 
two other nodes in X (let's call them B and C)- must they be friends? We know that A 
is friends with both B and C, so if B and C were enemies of each other, then A, B, and 
C would form a triangle with two + Iabels: a violation of the balance condition. Since 
we know the network is balanced, this can 't happen, so it must be that B and C are in 
fact friends. Since B and C were the names of any two nodes in X, we have concluded 
that evcry two nodes in X arc friends. 

Let's try thc same kind of argument for condition (ii). Consider any two nodes in 
Y (let's call them D and E) - must they be friends? We know that A is enemies with 
both D and E, so if D and E were enemies of each other, then A, D, and E would form 
a triangle with no + Iabels: a violation of the balance condition. Since we know the 
network is balanced, this can't happen, so it must be that D and E are in fact friends. 
Since D and E were the names of any two nodes in Y, we have concluded that every 
two nodes in Y are friends. 

Finally, Jet's check condition (iii). Following the style of our arguments for condi
tions (i) and (ii), consider a node in X (call it B) and a node in Y (call it D) - rnust 
they be enemies? We know A is friends with B and enemies with D, so if B and D 
were friends, then A, B, and D would form a triangle with two + Iabels: a violation of 
the balance condition. Since we know thc network is balanced, this can 't happen, so it 
must be that B and D are in fact cnemies. Since B and D werc the names of any node 
in X and any node in Y, we have concluded that every such pair constitutes a pair of 
cncmies. 

So in conclusion, by assuming only that the network is balanced, we have described 
a division of the nodes into two sets, X and Y, and we have checked conditions (i), (ii), 
and (iii) required by thc claim. This completcs the proof of thc Balance Theorem. 
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5.3 Applications of Structural Balance 

Structural balance has grown into a !arge area of study, and we've only described a 
simple but central example of the theory. In Section 5.5, we discuss two extensions 
to the basic theory: one to handle graphs that are not necessarily complete, and one 
to describe the structure of complete graphs that are "approximately balanced" in the 
sense that most but not all of their triangles are balanced. 

Recent research has also looked at dynamic aspects of structural balance theory, 
modeling how the set of friendships and antagonisms in a complete graph-in other 
Words, the Iabeling of the edges - might evolve over time as the social network 
implicitly seeks out structural balance. Antal, Krapivsky, and Redner [20] study a 
model in which we start with a random labeling (choosing + or- randomly for each 
edge); we then repeatedly look for a triangle that is not balanced and flip one of its 
Iabels to make it balanced. This dynamic process, where the pattern of signs in the 
network evolves over time, captures a situation in which people continually reassess 
their likes and dislikes of others as they strive for structural balance. The mathematics 
here becomes quite complicated and turns out to resemble the mathematical models 
one uses for certain physical systems as they reconfigure to minimize their energy 
[20, 287]. 

In the remainder of this section, we consider two further areas in which the ideas 
of structural balance are relevant: international relations, where the nodes are different 
countries, and online social media sites, where users can express positive or negative 
opinions about each other. 

International Relations. International politics represents a setting in which it is natu
ral to assume that a collection of nodes all have opinions (positive or negative) about one 
another- here the nodes are nations, and + and - Iabels indicate alliance or animosity, 
r~spectively. Research in political science has shown that stmctural balance can some
hmes provide an effective explanation for the behavior of nations during various inter
national crises. For example, Moore [306], describing the conflict over Bangladesh's 
Separation from Pakistan in 1972, explicitly invokes structural balance theory when he 
Writes, "The United States 's somewhat surprising support of Pakistan ... becomes less 
surprising when one considers that the USSR was China's enemy, China was India's 
f?e, and lndia bad traditionally bad relations with Pakistan. Since the U.S. was at that 
hme improving its relations with China, it supported the enemies of China's enemies. 
Further reverberations of this strange political constellation became inevitable: North 
Vietnam made friendly gestures toward India, Pakistan severed diplomatic relations 
With those countdes of the Bastern Bloc which recognized Bangladesh, and China 

Vetoed the acceptance of Bangladesh into the U.N." 
Antal, Krapivsky, and Redner use the shifting alliances preceding World War I 

as another example of structural balance in international relations (see Figure 5.5). 
This example also reinforces the fact that structural balance is not necessarily a good 
thing: because its global outcome often involves two implacably opposed alliances, the 
search for balance in a system can sometimes be seen as a slide into a hard-to-resolve 

Opposition between two sides. 
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(a) (b) (c) 

(d) (e) (t) 

Figure 5.5. The evolution of alliances in Europe, 1872-1907 (the abbreviations GB, Fr, Ru, 
lt, Ge, and AH stand for Great Britain, France, Russia, ltaly, Germany, and Austria-Hungary, 
respectively): (a) Three Emperors' League, 1872-1881; (b) Tripie Alliance, 1882; (c) German
Russian Lapse, 1890; (d) French-Russian Alliance, 1891-1994; (e) Entente Cordiale, 1904; 
(f) British Russian Alliance, 1907. Solid dark edges indicate friendship while dotted edges 
indicate cnmity. Note how thc network slides into a balanccd labeling- and into World War 
I. (This figure and example are from Antal et al. [20] and Elsevier Science and Technology 
Journals.) 

Trust, Distrust, and OnJinc Ratings. A growing source for network data with both 
positive and negative edges comes from user communitics on the Web, where people 
can express positive or negative sentiments about each other. Examples include the 
technology news site Slashdot, where users can designate each other as a "friend" or a 
"foe" [266 ], and online product-rating sites such as Epinions, where a user can evaluate 
different products and also express trust or distrust of other users. 

Guha et al. [201] performed an analysis of the network of user evaluations on 
Epinions; their work identified an interesting sct of issues that show how the trust
distrust dichotomy in online ratings has both similarities and differences with the 
friend-enemy dichotomy in structural balance theory. One difference is based on a 
simple structural distinction: we have bcen considering structural balancc in the context 
of undirected graphs, whereas user cvaluations on a site Iike Epinions form a directed 
graph. That is, whcn user A expresses trust or distrust of user B, we don't neccssarily 
know what B thinks of A, or whether B is even aware of A. 

A more subtle difference betwcen trust-distrust and friend-enemy relations becornes 
apparent when thinking about how we should expect triangles on three Epinions users 
to behave. Cert<lin patterns are easy to reason about: for example, if user A trusts user 
B, and user B trusts user C, then it is natural to cxpect that A trusts C. Such triangles 
with three forward-pointing positive cdges makc sense here, by analogy with the aU
positive (undirected) triangles of structural balance theory. But what if A distrusts B 
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and B distrusts C? Should we expect A to trust or to distrust C? There are intuitively 
a~pealing arguments in both directions. If we think of distrust fundamentaily as a 
kmd of enemy relationship, then the arguments from structural balance theory would 
suggest that A should trust C; otherwise we would have a triangle with three negative 
edges. On the other hand, if A's distrust of B expresses A's belief that she is more 
knowledgeable and competent than B-and ifB 's distrust of C reflects a corresponding 
belief by B- then we might weil expect that A distrusts C, perhaps even more strongly 
than she distrusts B. 

lt is reasonable to expect that these two different interpretations of distrust may 
each apply, simply in different settings. And both might apply in the context of a 
single product-rating site like Epinions. For example, among users who are primarily 
rating best-selling books by political commentators, trust-distrust evaluations between 
Users may become strongly aligned with agreement or disagreement in these users' 
own political orientations. In such a case, if A distrusts B and B distrusts C, this may 
suggest that A and C arc close to each other on the underlying political spectrum, and 
so the prediction of structural balance theory that A should trust C may apply. On 
the other hand, among users who are primarily rating consumer electronics products, 
trust-distrust evaluations may largely reflect the relative expertise of users about the 
products (their respective features, reliability, and so forth). In such a case, if A distrusts 
B and B distrusts C, we may conclude that Ais far moreexpert than C, and so A should 
distrust C as weil . 

. Ultimately, understanding how these positive and negative relationships work is 
important for understanding the role they play on social Web sites where users register 
subjective evaluations of each other. Research is only beginning to explore these 
fundamantal questions, including the ways in which theories of balance - as weil as 
related theories- can be used to shed light on these issues in large-scale data sets [274]. 

5.4 A Weaker Form of Structural Balance 

In studying models of positive and negative relationships in networks, researchers 
have also formulated alternate notions of structural balance, by revisiting the original 
assumptions we used to motivate the framework. 

In particular, our analysis began from the claim that among three people, there are 
two kinds of structures that are inherently unbalanced: a triangle with two positive 
edges and one negative edge [as in Figure 5.l(b)] and a triangle with three negative 
edges [as in Figure 5.l(d)]. In each of these cases, we argued that the relationships 
Within the triangle contained a latent source of Stress that the network might try to 
r~solve. The underlying arguments in the two cases, however, were fundamentaily 
dtfferent. In a triangle with two positive edges, we have the problern of a person whose 
two friends don't get along; in a triangle with three negative edges, there is possibility 
that two of the nodes will ally themselves against the third. 

James Davis and others have argued that, in many settings, the first of these factors 
ma_Y be significantly stronger than the second [127]: we may see friends of friends 
trytng to reconcile their differences [resolving the Iack ofbalance in Figure 5.l(b )], but 
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Figure 5.6. A complete graph is weakly balanced precisely when it can be divided into multiple 
sets of mutual friends, with complete mutual antagonism occurring between each pair of sets. 

at the same time there could be less of a force lcading any two of three mutual enemies 

[(as in Figure 5.1 (d)] to become friendly. Thercfore, it bccomes natural to ask what 
structural properties arise when we rule out only triangles with exactly two positive 
edges, while allowing triangles with three negative edges to bc prcsent in the network. 

Characterizing Weakly ßalanced Networks. More precisely, we will say that a 

complete graph, with cach edge labeled by + or -, is weakly balanced i f the following 
property holds: 

Weak Structural Balance Property: There is no set of thrcc nodes such that the 
edges among them consist of exactly two positive edges and one negative edge. 

Since weak balance imposes less of a rcstriction on what thc network can Iook like, 
we should expect to see a broader range of possible structures for weakly balanced 
networks- beyond what the Balance Theorem required for networks that were balanced 
under our original definition. And indeed, Figurc 5.6 indicatcs a new kind of structure 

that can arise. Suppose the nodes can be divided into an arbitrary number of groups 
(possibly more than two), in such a way that two nodes are friends when they belang 
to the same group and enemies when they belang to different groups. Then we can 
check that such a network is weakly balanced: in any triangle that contains at least 
two positive edges, all three nodcs must belang to the same group. Thercfore, the third 

... 
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edge of this triangle must be positive as weil- in other words, the network contains no 
triangles with exactly two + edges. 

Just as the Balance Theorem established that all balanced networks must have a 
simple structure, an analogaus result holds for weakly balanced networks: they must 
have the structure depicted in Figure 5.6, with any nurober of groups: 

Characterizatian af Weakly Balanced Netwarks: If a labeled camplete graph is 
weakly balanced, then its nades can be divided inta graups in such a way that 
every two nades belanging ta the same group are friends, and every twa nades 
belanging ta different groups are enemies. 

The fact that this characterization is true provided another early motivation for 
studying weak structural balance. The original Cartwright-Harary notion of balance 
predicted only dichotomies (or mutual consensus) as its basic social structure, and 
thus did not proviele a model for reasoning about situations in which a network is 
divided into more than two factions. Weak structural balance makes this possible, 
since weakly balanced complete graphs can contain any number of opposed groups of 
mutual friends [ 127]. 

Proving the Characterization. It is not hard to give a proof of this characterization, 
following the structure of our proof for the Balance Theorem and making appropriate 
changes where necessary. Starting with a weakly balanced complete graph, the char
acterization requires that its nodes be divided into groups of mutual friends, such that 
all relations between nodes in different groups are negative. We construct this division 
as follows. 

First, we pick any node A and consider the set consisting of A and all its friends. 
Let's call this set of nodes X. We'd Iike to make X our first group, and for this to work, 
we need to establish two conditions: 

(i) All of A's friends are fi"iends with each other. (This way, we have indeed produced 
a group of mutual fricnds.) 

(ii) A and all his friends are enemies with everyone eise in the graph. (This way, the 
people in this group will be enemies with everyone in other groups, regardless 
of how wc divide up the rest of the graph.) 

Fortunately, ideas timt we already used inside the proof of the Balance Theorem can 
be adapted to our new setting here to establish conditions (i) and (ii). The idea is shown 
in Figure 5.7. First, for condition (i), let's consider two nodes, B and C, who are both 
friends with A. If B and C were enemies of each other, then the triangle on nodes A, B, 
and C would have exactly two + Iabels, which would violate weak structural balance. 
Therefore, B and C must indeed be friends with each other. 

For condition (ii), we know that Ais enemies with all nodes in the graphoutside X, 

since the group X is defined to include all of A's friends. How about an edge between 
a node B in X and a node D outside X? If B and D were ti"iends, then the triangle 
on nodes A, B, and D would have exactly two + Iabels; again, a violation of weak 
structural balance would occur. Therefore, B and D must be enemies. 

Since properties (i) and (ii) hold, we can remove the set X- consisting of A and all 
his friends- from the graph and declare it tobe the first group. We now have a smaller 
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friends of A enemies of A 

Figure 5.7. A schematic Illustration of our analysis of weakly balanced networks. (There may 
be other nodes not illustrated here.) 

complete graph that is still weakly balanced. We fmd a second group in this graph 
and proceed to remove groups in this way until all the nodes have been assigned to a 
group. Since euch group consists of mutual friends by property (i), and each group has 
only negative relations with everyone outside the group by property (ii), this proves the 
characterization. 

It is interesting to reftect on this proof in relation to the proof of the Balance 
Theorem - particularly the cantrast reftected by the small differences between Fig
ures 5.4 and 5.7. In proving the Balance Theorem, we had to reason about the sign of 
the edge between D and E to show that the enemies of the set X themselves formed 
a set Y of mutual friends. In characterizing weakly balanced complete graphs, on the 
other hand, we made no attempt to reason about the D-E edge, because weak balance 
imposes no condition on it: two enemies of A can be either friends or enemies. As a 
result, the set of enemies in Figure 5.7 might not be a set of mutual friends when only 
weak balance holds; it may consist of multiple groups of mutual friends, and as we 
extract these groups one by one over the course of the proof, we recover a structure 
with potentially many factions, as illustrated schematically in Figure 5.6. 

5.5 Advanced Material: Generalizing the Definition 
of Structural Balance 

In this section, we consider more general ways of formulating the idea of structural 
balance in a network. In particular, our definition of structural balance thus far has been 
fairly demanding in two respects: 

1. It applies only to complete graphs. We require that each person knows and has an 
opinion (positive or negative) on everyone else. What if only some pairs ofpeople 
know each other'? 

2. The Balance Theorem, which shows that structural balance implies a global divi
sion ofthe world into two factions [97, 204], only applies to the case in which every 
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Fi~ure 5.8. ln graphs that are not complete, we can still define notions of structural balance 
wl e~ the edges that are present have positive or negative signs, indicating friend or enemy 
re atJons, respectively. 

triangle is balanced. Can we relax this requirement to say that, if most triangles 
are balanced, then the world can be approximately divided into two factions? 

In the two parts of this section, we discuss a pair of results that address these questions. 
The first is based on a graph-theoretic analysis involving the notion of breadth-first 
~,earch .from Chapter 2, while the second is typical of a style of proof known as a 
countmg argument." Throughout this section, we focus on the original definition 

of structural balance from Sections 5.1 and 5.2 rather than the weaker version from 
Section 5.4. 

A. Structural Balance in Arbitrary (Noncomplete) Networks 

~irst, let's consider the case of a social network that is not necessarily complete; that 
18• there are only edges between certain pairs of nodes, but each of these edges is still 
labeied with + or -. So now there are three possible relations between each pair of 
nodes: a positive edge, indicating friendship; a negative edge, indicating enmity; or 
~e absence of an edge, indicating that the two endpoints do not know each other. 

Igure 5.8 depicts an example of such a signed network. 

Defining Balance for General Networks. Drawing on what we've learned from the 
:ecial case of complete graphs, what would be a good definition of balance for this 

ore general kind of structure? The Balance Theorem suggests that structural balance 
c~n be viewed in either of two equivalent ways: a local view, as a condition on each 
tnangle of the network or a global view as a requirement that the world be divided into 
tw ' ' . . 0 mutually opposed sets of friends. Each of these vrews suggests a way of definmg 
structur l b I . a a ance for general srgned graphs. 
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(a) (b) 
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(c) 

Figure ~.9. Two equivalent ways are used to define structural balance for an arbitary graph 
that, ?s.m (a), may not be compfete. One definition asks whether it is possible to (b) fill in the 
rema1nmg ed&e~ to pr~duce a signed complete graph that is balanced. The other definition 
asks whether Jt JS poss1ble to (c) divide the nodes into two sets X and Y so that all edges 
inside X and inside Y are positive, and all edges between X anc/ Y are neg~tive. 

1. One option would be to treat balance for noncomplete networks as a problem of 
filling in "missing values." Imagine, as a thought experiment, that all people in 
the group in fact do know and have an opinion on each other; the graph under 
consideration is not complete only because we have failed to observe the relations 
between some of the pairs. We could then say that the graph is balanced if it is 
possible to fill in all the missing labeled edges in such a way that thc resulting 
signed complete graph is balanced. In other words, a (noncomplete) graph is 
balanced if it can be "completed" by adding edges to form a signed complete 
graph that is balanced. 

For example, Figure 5.9(a) shows a graph with signed edges, and Figure 5.9(b) 
shows how the remaining edges can be "filled in" to produce a balanced complete 
graph: we declare the missing edge between nodes 3 and 5 to be positive and 
the remaining missing edges to be negative, and this causes all triangles to be 
balanced. 

2. Alternately, we could take the moreglobal view of structural balance as implying 
a division of the network into two mutually opposed sets of friends. With this in 
mind, we could define a signed graph tobe balanced if it is possible to divide the 
nodes into two sets, X and Y, such that any edge with both ends inside X or both 
ends inside Y is positive, and any edge with one end in X and the other in Y is 
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negative. That is, people in X are all mutual friends to the extent that they know 
each other, and the same is true for people in Y; people in X are all enemies of 
people in Y to the extent that they know each other. 

Continuing the example from Figure 5.9(a), Figure 5.9(c) shows how to divide 
this graph into two sets with the desired properties. 

This example hints at a principle that is true in general: these two ways of defining 
balance are equivalent. An arbitrary signed graph is balancedunder the first definition 
if and only if it is balanced under the second definition. 

This is actually not hard to see. If a signed graph is balancedunder the first definition, 
then after filling in all the missing edges appropriately, we have a signed complete graph 
to which we can apply the Balance Theorem. This approach divides the network into 
two sets, X and Y, that satisfy the properties of the second definition. Reasoning in the 
other direction, if a signed graph is balanced under the second definition, then, after 
finding a division of the nodes into sets X and Y, we can fill in positive edges inside X 
and inside Y, and fill in negative edges between X and Y, and then we can check that 
all triangles will be balanced. So this approach gives a "filling in" that satisfies the first 
definition. 

The fact that the two definitions are equivalent suggests a certain "naturalness" 
to the definition, since there are fundamentally different ways to arrive at it. This 
equivalence also means that we are free to use either definition, depending on which is 
more convenient in a given situation. As the example in Figure 5.9 suggests, the second 
definition is generally more useful to work with, because it tends tobe much easier to 
think about dividing the nodes into two sets than to reason about filling in edges and 
checking triangles. 

Characterizing Balance for General Networks. Conceptually, however, something 
is not fully satisfying about either detinition: the definitions themselves do not provide 
much insight into how to easily check whether a graph is balanced or not balanced. 
After all, there arelots of ways to choose signs for the missing edges, or to choose ways 
of splitting the nodes into sets X and Y. And if a graph is not balanced, so that there 
is no way to do these things successfully, what could you show someone to convince 
them of this fact? To take just a small example to suggest some of the difficulties, it 
may not be obvious fi·om a quick inspection of Figure 5.8 that this is not a balanced 
graph - orthat if we change the edge connecting nodes 2 and 4 to be positive instead 
of negative, it becomes a balanced graph. 

In fact, however, all these proble1ns can be remedied if we explore the consequences 
of the definitions a little further. What we show now is a simple characterization of 
balance in general signed graphs, also due to Harary [97, 204]; the proof also provides 
an easy method for checking whether a graph is balanced. 

The characterization is based on considering the following question: what prevents 
a graph from being balanced? Figure 5.10 shows a graph that is not balanced, obtained 
from Figure 5.9(a) by changing the sign of the edge from node 4 to node 5. The figure 
also illustrates a reason why the graph is not balanced: If we start at node 1 and try to 
divide the nodes into sets X and Y, then our choices are forced at every step. Suppose 
we initially decide that node 1 should belong to X. (For the first node, it doesn't matter, 
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~igure 5.10. lf a signed waph c~ntains a cycle with an odd number of negative edges, the~ it 
15 not balan.ced. lndeed, 1f we p1ck one of the nodes and try to place it in X, then followmg 
the set ~f fnend/enemy relations araund the cycle produces a conflict by the time we get to 
the startmg node. 

by symmetry.) Then, because node 2 is friends with node I, it too must belong to X· 
Node 3, an enemy of 2, must therefore belong to Y; hence, node 4, a friend of 3, must 
belong to Y as well. And node 5, an enemy of 4, must belong to X. The problern is that, 
if we continue this reasoning one step further, node 1, an enemy of 5, should belong 
to Y- but we had already decided at the outset to put it into X. We had no freedom 
of choice during this process - so this shows that there is no way to divide the nodes 
into sets X and Y to satisfy the mutua1-friend/mutual-enemy conditions of structural 
balance. Hence, the signed graph in Figure 5.10 is not balanced. 

The reasoning in the previous paragraph sounds elaborate, but in fact it follows a 
simple principle: we were walking around a cycle, and every time we crossed a negative 
edge we had to.change the set into which we were putting nodes. The difficulty was 
that getting back around to node I required crossing an odd number of negative edges, 
and so our original decision to put node I into X clashed with the eventual conclusion 
that node I ought to be in Y. 

This principle applies in general: if the graph contains a cycle with an odd number 
of negative edges, then this implies that the graph is not balanced. Indeed, if we start 
at any node A in the cycle and place it in one of the two sets, and then we walk around 
the cycle and place the other nodes where they must go, the identity of the set where 
we're placing nodes switches an odd number of timcs as we go areund the cycle. Thus, 
we end up with the "wrong set" by the time we make it back to A. 

A cycle with an odd number of negative edges is thus a very simple-to-understand 
reason why a graph is not balanced: You can show someone such a cycle and imme
diately convince him or her that the graph is not balanced. For example, the cycle in 
Figure 5.8 consisting of nodes 2, 3, 6, II, 13, 12, 9, and 4 contains five negative edges, 
thus supplying a succinct reason why this graph is not balanced. But are there other, 

more complex reasons why a graph is not balanced? 
In fact, though it may seem initially surprising, cycles with an odd number of 

negative edges are the only obstacles to balance. This is the crux ofthe following claim 

[97, 204]: 

Claim: A signed graph is balanced if and only if it contains no cycle with an 

odd number of negative edges. 
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Figure 5.11. Todetermine if a signed graph is balanced, the first step is to consider only the 
positive edges, to find the connected components using just these edges, and to declare each 
of these components tobe a supernode. ln any balanced division of the graph into X and Y, 
all nodes in the same supernode must be placed in the same set. 

We now show how to prove this claim. The proof proceeds by designing a method that 
analyzes the graph and either finds a division into the desired sets X and Y or eise finds 
a cycle with an odd number of negative edges. 

Proving the Characterization: Identifying Supcrnodes. Let's recall what we're try
ing to do: Find a division of the nodes into sets X and Y so that all edges inside X and 
Y are positive, and all edges crossing between X and Y are negative. When we produce 
a partition into sets X and Y with these properties it is called a balanced division. We 
now describe a procedure that searchcs for a balanced division of the nodes into sets X 
and Y; either it succeeds, or it stops with a cycle containing an odd number of negative 
edges. Because these are the only two possible outcomes for the procedure, this will 
proviele a proof of the claim. 

The procedure works in two main steps: the first step is to convert the graph to a 
reduced form that only contains negative edges, and the second step is to solve the 
problem on this reduced graph. The first step works as follows. Notice that whenever 
two nodes are connected by a positive edge, they must belong to the same set, either 
X or Y, in a balanced division. So we begin by considering what the connected 
components of the graph would be if we were to consider only positive edges. These 
components can be viewed as a set of contiguous "blobs" in the overall graph, as shown 
in Figure 5.11. We will refer to each of these blobs as a supernode: each supernode 
is connected internally via positive edges, and the only edges going between two 
ditJerent supernQ(les are negative. (If there were a positive edge linking two different 
supermodes, then we should have combined them tagether into a single supernode.) 

Now, if any supernode contains a negative edge between some pair of nodes A and 
B, then we already have a cycle with an odd number of negative edges, as illustrated 
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Figure 5.12. Suppose a n~gative edge connects two nodes, A and B, that belong to the same 
supernode. Be~a~se there JS also a path consisting entirely of positive edges that connect A .a.nd 
B through the ms1de of t~e supernode, putting this negative edge together with the all-posJtJve 
path produces a cycle w1th an odd number of negative edges. 

in the exarnple of Figure 5.12. Consider a path of positive edges that connects A and 
B inside the supernode, and then close off a cycle by including the negative edge that 
joins A and B. This cycle has only a singlenegative edge, linking A and B, and so it 
shows that the graph is not balanced. 

If there are no negative edges inside any of the supernodes, then there is no "internal" 
problern with declaring each supernode to belong entirely to one of X or Y. Therefore, 
the problern is now to assign a single Iabel "X" or "Y" to each supernode in such a 
way that these choices are all consistent with each other. Because these decisions are 
now taking place at the Ievel of supernodes, we create a new version of the problem 
in which each supernode is "collapsed" down to a single node that represents it, and 
there is an edge joining two of these representative nodes whenever there is an edge in 
the original graph between rnembers of their corresponding supernodes. Figure 5.13 
shows how this works for the example of Figure 5.11: We essentially forget about the 
individual nodes inside the supernodes, and a new graph is built at the Ievel of the I arge 
"blobs." Of course, having clone so, we can draw the graph in a less blob-Iike way, as 

in Figure 5.14. 
We now enter the second step of the procedure, using this reduced graplz, whose 

nodes are the supernodes of the original graph. 

Proving the Charactcrization: Breadth-First Scarch of thc Rcduccd Graph. Re
call that only negative edges occur between supernodes (since a positive edge between 
two supernodes would have rnerged them tagether into a single supernode). As a re
sult, our reduced graph has only negative edges. The rernainder of the procedure will 

produce one of two possible outcomes: 

1. The first possible outcorne involves Iabeling each node in the reduced graph 
as either X or Y in such a way that every edge has endpoints with opposite 
Iabels. Frorn this labeling we can create a balanced division of the original 
graph, by labeling each node the way its supernode is labeled in the reduced 

graph. 
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Figure 5.13. The second step in determining if a signed graph is balanced is to Iook for a 
labeling of the supernodes so that adjacent supernodes (which necessarily contain mutual 
enemies) receive opposite Iabeis. For this purpose, we can ignore the original nodes of the 
graph and consider a reduced graph, whose nodes are the supernodes of the original graph. 

2. The second possible outcome is to find a cycle in the reduced graph that has an 
odd number of edges. We can then convert this cycle to a (potentially longer) 
cycle in the original graph with an odd number of negative edges: The cycle in the 
reduced graph connects supernodes, and it corresponds to a set of negative edges 
in the original graph. We can simply "stitch together" these negative edges using 
paths that consist entirely of positive edges that pass through the insides of the 
supernodes. This path will contain an odd number ofnegative edges in the original 
graph. 

For example, the odd-length cycle in Figure 5.14 consisting of nodes A through 
E can be realized in the otiginal graph as the darkened negative edges shown in 

Figure 5.14. A more standard drawing of the reduced graph from the previous figure. A 
negative cycle is visually apparent in this drawing. 
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Figure 5:15. Hav~nß found a negative cycle through the supernodes, we can then turn it into 
a cycle 1n the ongmal. graph by filling in paths of positive edges through the inside of the 
supernodes. The resultmg cycle has an odd number of negative edges. 

Figure 5.15. These darkened negative edges can then be grown into a cycle in the 
original graph by including paths through the supcrnodes -in this example using 
the additional nodes 3 and 12. 

In fact, this version of the prob lern, in which the underlying graph has only negative 
edges, is known in graph theory as the problern of detennining whether a graph is 
bipartite: whether its nodes can be divided into two groups (in this case X and Y) so 
that each edge goes from one group to the other. We saw bipartite graphs when we 
considered affiliation networks in Chapter 4, but in the discussion in that chapter, the 
fact that the graphs were bipartite was apparent from the rcady-made division of the 
nodes into people and social foci. Here, on the other hand, we are handed a graph 
"in the wild" with no prespecified division into two sets, and wc want to know if it 
is possible to identify such a division. Wc now show a way to do this using the idea 
of breadth-first search from Chapter 2, restllting either in thc division we seekor in a 

cycle of odd length. 
We simply perform breadth-first search starting from any "root" node in the graph, 

producing a set of layers at increasing distances from this root. Figure 5. I 6 shows this 
process for the reduced graph in Figure 5.14, with node Gas the starting root node. 
Now, because edges cannot jump over successive layers in breadth-first search, each 
edge either connects two nodes in adjacent layers or connects two nodes in the same 
Iayer. lf all edges are of the first type- connecting nodes in adjacent layers - then we 
can find the desired division of nodes into sets X and Y: we simply declare allnodes in 
even-numbered layers to belong to X and all nodes in odd-numbered layers to belong 
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Figure 5.16. When we perform a breadth-first search of the reduced graph, either there is 
an edge that connects two nodes in the same layer or there isn't. lf there isn't, then we can 
produce the desired division into X and Y by putting alternate layers in different sets. lf such 
an edge does exist (such as the edge joining A and B in the figure), then we can take two paths 
of the same length leading to the two ends of the edge, which tagether with the edge itself 
forms an odd cycle. 

to Y. Because edges only go between adjacent layers, all edges have one end in X and 
the other end in Y, as desired. 

Otherwise, there is an edge connecting two nodes that belong to the same layer. 
Let's call these two nodes A and B (as they are in Figure 5.16). Foreach of these two 
nodes, a path descends layer by layer from the root to the node. Consider the last node 
that is common to these two paths -let's call this node D (as it is in Figure 5.16). The 
D-A path and the D-B path have the same length k, so a cycle created from these two 
paths plus the A-B edge must have length 2k + I: an odd number. This is the odd cycle 
we seek. 

And this completes thc proof. To recap: If all edges in the reduced graph connect 
nodes in adjacent layers of the breadth-first sem·ch, then we have a way to Iabel the 
nodes in the reduced graph, as X and Y, which in turn provieles a balanced division 
of the nodes in the original graph into X and Y. In this case, we have established that 
the graph is balanced. Otherwise, there is an edge connecting two nodes in the same 
layer of the breadth-first search, in which case we produce an odd cycle in the reduced 
graph as in Figure 5.16. In this case, we can convert this to a cycle in the original graph 
containing an odd number of negative edges, as in Figure 5.15. Because these are the 
only two possibilities, the claim has been proved. 

ß. Approximately ßalanced Networks 

We now return to the case in which the graph is complete, so that every node has a 
positive or negative relation with every other node,and we think about a different way 
of generalizing the characterization of structural balance. 
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First.let's write down the original Balance Theorem again, with some additionfll 
formattmg to make its logical structure clear. 

Claim: lf all triangles in a labeled complete graph are balanced, then either 

(a) all pairs of nodes are friends, or else 

(b) the nodes can be divided into two groups, X and Y, suchthat 

(i) every pair of nodes in X like each other 
(ii) every pair of nodes in Y like each other' and 

(iii) every node in X is the enemy of every ~ode in Y. 

The conditions of this theorem are fairly extreme, in that we require every single 
triangletobe balanced. What if we only know that most triangles are balanced? It turns 
out that the conditions of the theorem can be relaxed in a very natural way, allowing us 
to prove Statements like the following one. We phrase it so that the wording remains 
completely paralleltothat of the Balance Theorem. 

Claim: lf at least 99.9% of all triangles in a labeled complete graph are balanced, 
then either 

(a) there is a set consisting of at least 90% of the nodes in which at least 90% 
of all pairs are friends, or else 

(b) the nodes can be divided into two groups, X and Y, such that 

(i) at least 90% of the pairs in X like each other, 
(ii) at least 90% of the pairs in Y like each other, and 

(iii) at least 90% of the pairs with one end in X and the other end in Y are 
enemies. 

This statement is true, although the choice of numbers is vcry specific. The following 
is a more general statement that includes both the original Balance Theorem and the 
preceding claim as special cases. 

Claim: Let 8 be any number suchthat 0 ::: 8 < k· and define Ii = ..:/8. If at least 
1 - 8 of all triangles in a labeled complete graph arc balanced, thcn either 

(a) there is a set consisting of at least 1 - Ii of the nodes in which at least 1 - 8 
of all pairs are friends, or eise 

(b) the nodes can be divided into two groups, X and Y, suchthat 

(i) at least I - Ii of the pairs in X like each other, 
(ii) at least 1 - 8 of the pairs in Y like each other, and 

(iii) at least I - Ii of the pairs with one end in X and the other end in Y are 
enemtes. 

Notice that the Balance Theorem is the case in which 8 = 0, and the other claim above 
is the case in which 8 = 0.00 I (since, in this latter case, 8 = ..:/8 = 0.1). 

We now prove this last claim. The proof is self-contained, but it is most easily read 
with some prior experience in what is sometimes called the analysis of "permutations 
and combinations"- counting the number of ways to choose particular subsets of I arger 
sets. 

The proof loosely follows the style of the proof we used for the Balance Theorem: 
We will define the two sets X and Y to be the friends and enemies, rcspectively, of a 
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designated node A. Things are trickier here, however, because not all choices of A give 
us the structure we need- in particular, if a node is personally involved in too many 
unbalanced triangles, then splitting the graph into its friends and enemies may give a 
very disordered structure. Consequently, the proof consists of two steps. We first find 
a "good" node that is not involved in too many unbalanced triangles. We then show 
that if we divide the graph into the friends and enemies of this good node, we have the 
desired properties. 

Warmup: Counting Edges and Triangles. Before launehing into the proof itself, let's 
consider some basic counting questions that will show up as ingredients in the proof. 
Recall that we have a complete graph, with an (undirected) edge joining each pair of 
nodes. If N is the number of nodes in the graph, how many edges are there? We can 
count this quantity as follows. There are N possible ways to choose one of the two end
points, and then N - 1 possib1e ways to choose a different node as the other endpoint, 
foratotal of N(N- 1) possible ways to choose the two endpoints in succession. Ifwe 
write down a list of all these possible pairs of endpoints, then an edge with endpoints 
A and B appears twice on the list: once as AB and once as BA. In general, each edge 
appears twice on the list, and so the total number of edges is N(N- 1)/2. 

A very similar argument lets us count the total m1mber of triangles in the graph. 
Specifically, there are N ways to pick the first corner, then N - 1 ways to pick a different 
node as the second corner, and then N - 2 ways to pick a third corner different from 
the tirst two. This yields a total of N(N- l)(N- 2) sequences ofthree corners. Ifwe 
write down this list of N(N - l)(N- 2) sequences, then a triangle with corners A, B, 
and C appears six times: as ABC, ACB, BAC, BCA, CAB, and CBA. In general, each 
triangle appears six times in this list, and so the total number of triangles is 

N(N- l)(N- 2) 

6 

Thc First Step: Finding a "Good" Node. Now let's move on to the first step of the 
proof, which is to find a node that isn't involved in too many unbalanced triangles. 

Since we arc assuming that at most an s fraction of all triangles are unbalanced, 
and the total number of triangles in the graph is N(N- 1)(N- 2)/6, it follows that 
the total number of unbalanced triangles is at most sN(N- l)(N- 2)/6. Suppose we 
define the weight of a node to be the m1mber of unbalanced triangles it belongs to; 
thus, a node of low weight - a node that is in rclatively few unbalanced triangles - is 
precisely what we seek. , 

One way to count the total weight of all nodes would be to list, for each node, the 
unbalanced triangles to which it belongs and then to look at the length of all these lists 
combined. In these combined lists, each unbalanced triangle will appear three times -
once in the list for each of its corners - and so the total weight of all nodes is exactly 
three tim es the number of unbalanced triangles. As a result, the total weight of all nodes 
is at most 3sN(N- l)(N- 2)/6 = sN(N- l)(N- 2)/2. 

There are N nodes, so the average weight of a node is at most s(N- l)(N- 2)/2. 
It's not possible for all nodes to have weights that are strictly above the average, so 
there is at least one node whose weight is equal to or below the average. Let's pick 
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Figure 5. ~ 7 .. T~e characterization of approximately balanced complete graphs follows fro n1 
an anal~s1s ~~~J!ar to the proof of the original Balance Theorem. However, we have tobe mo re 
careful m dJvJdmg the graph by first finding a "good" node that is not involved in too many 
unbalanced triangles. 

one such node and call it A. Node A will be our "good" node: a node whose weigb. t 
is at most s(N- l)(N- 2)/2.3 Since (N- l)(N- 2) < Nz, this good node is in at 

most sN2 /2 triangles, and, because the algebra isabitsimpler with this slightly !arger 
quantity, we will use it in the rest of the analysis. 

The Second Step: Splitting the Graph According to the Good Node. By analogy' 
with the proof of the Balance Theorem, we divide the graph into two sets: a set X: 
consisting of A and all its friends, and a set Y consisting of all the enemies of A, as 
illustrated in Figure 5.17. Now, using the definition of unbalanced triangles and the fact 
that node Ais not involved in too many of them, we can argue that there are relatively 
few negative edges inside euch of X und Y, and relatively few positive edges between 
them. Specifically, this works as follows: 

• Bach negative edge connecting two nodes in X creates a distinct unbalanced 
triangle involving node A. Since at most sN 2 /2 unbalanced triangles involve A, 
there are at most sN2 /2 negative edges inside Y. 

• A closely analogaus argument applies to Y: Each negative edgc connecting two 
nodes in Y creates a distinct unbalanced triangle involving node A, and so there 

are at most sN2 j2 negative edges inside Y. 
• And, finally, an analogaus argument applies to edges with one end in X and 

the other end in Y. Each such edge that is positive creates a distinct unbalanced 
triangle involving A, and so there are at most sN2 /2 positive edges with one end 

in X and the other end in Y. 

3 This is a very common trick in counting arguments, and it is refcrred to as the pigeonho/e principl.e: we compute 
the average value of a set of objects and then argue that there must be at least one node that IS equal to the 
average or below. (Also, of course, there must be at least at least one object that is equal to the average or above, 

although this observation isn't useful for our purposcs herc.) 

----
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We now consider several possible cases, depending on the sizes of the sets X and 
Y. Essentially, if either X or Y consists of almost the entire graph, then we show that 
alternative (a) in the claim holds. Otherwise, if each of X and Y contain a nonnegligible 
number ofnodes, then we show that alternative (b) in the claim holds. We're also going 
to assume, to make the calculations simpler, that N is even and that the quantity oN is 
a whole number, although this is not in fact necessary for the proof. 

To start, Iet x be the number of nodes in X and Iet y be the number of nodes in 
Y. Suppose first that X ::: (I - o)N. Since E < k and 8 = 48. it follows that 8 < i· 
and so x > 4 N. Now, recall our earlier counting argument that gave a formula for the 
number of edges in a complete graph in terms of its number of nodes. In this case, X 
has x nodes, so it has x(x - 1) /2 edges. Since x > ~ N, this number of edges is at least 
ctN + OC4N)/2::: C4N)2 /2 = N2 /8. There are atmost sN2 /2 negative edges inside 
X, and so the fraction of negative edges inside Xis at most 

E N2 /2 = 4s = 483 < 8 
N 2 j8 ' 

where we use the facts that s = 83 and 8 < 4. Thus, we conclude that if X contains at 
least ( 1 - 8)N nodes, then it is a set containing at least a I - 8 fraction of the nodes in 
which at least 1 - 8 of all pairs are friends, satisfying part (a) in the conclusion of the 
claim. 

The same argument can be applied if Y contains at least (I - 8)N nodes. Thus, we 
are left with the case in which both X and Y contain strictly fewer than (1 - 8)N nodes, 
and in this case we will show that part (b) in the conclusion of the claim holds. First, of 
all the edges with one end in X and the other in Y, what fraction are positive? The total 
number of edges with one end in X and the other end in Y can be counted as follows: 
There are x ways to choose the end in X, and then y ways to choose the end in Y, for a 
total of xy such edges. Now, because each of x and y are less than (1 - 8)N, and thcy 
add up to N, the product xy is at least (8N)(l - 8)N = 8(1 - 8)N2 2: 8N2 /2, wherc 
the last inequality follows from the fact that 8 < ~. There are at most sN2j2 positive 
edges with one end in X and the other in Y, which~ as a fraction of the total, is at most 

s N2 /2 = ~ = 82 8 
8N2/2 8 < . 

Finally, what fraction of edges inside each of X and Y are negative? Let's calculate 
this fraction for X; the argument for Y is exactiy the same. There are x(x - 1)/2 edges 
inside X in total, and because we are considering the case where x > 8N, this total 
number of edges is at least (8N + 1)(8N)/2 2: (8N)2 /2 = 82 N 2 /2. There are at most 
sN2 /2 negative edges inside X; as a fraction of the total, this value is at most 

&N2j2 & 
--:----:-- = - = 8. 
82N2j2 82 

Thus, the division of nodes into sets X and Y satisfies all the requirements in conclusion 
(b) of the claim, and so the proof is complete. 

As a final comment on the claim and its proof, one might feel that the difference 
between 1 - s in the assumption of the claim and 1 - 48 is a bit excessive: As we saw 
earlier, when s = 0.001, we need to assume that 99.9% of all triangles are balanced 
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in order to get sets with a 90% density of edges having the correct sign. But in fac_t, 
it is possible to construct examples showing that this relationship between s and 8 15 

essentially the best one can do. In short, the claim provides the kind of approximate 
version of the Balance Theorem that we wanted at a qualitative Ievel, but we must 
assume a fairly small fraction of unbalanced triangles to be able to start drawing strong 
conclusions. 

5.6 Exercises 

1. Suppose that a team of anthropologists is studying a set of three small villages 
that neighbor one another. Each village has thirty people, consisting of two to three 
extended families. Everyone in each village knows all the people in their own village 
as weil as the people in the other villages. 

When the anthropologists build the social network of the people in all three 
villages taken together, they find that each person is friends with all the other people 
in their own village, and enemies with everyone in the two other villages. This 
gives them a network of ninety people (i.e., thirty in each village), with positive and 
negative signs on its edges. 

According to the definitions in this chapter, is this network of ninety people 
balanced? Give a brief explanation for your answer. 

2. Consider the network shown in Figure 5.18: An edge exists between each pair of 
nodes, with five of the edges corresponding to positive relationships and the other 
five of the edges corresponding to negative relationships. 

Each edge in this network participates in three triangles- one formed by each of 
the additional nodes that is not already an endpoint of the edge. (For example, the 
A-B edge participates in a triangle on A, 8, and C; a triangle on A, B, and D; and a 
triangle on A, 8, and E. We can Iist triangles for the other edges in a similar way.) 

Foreach edge, how many of the triangles in which it participates are balanced and 
how many are unbalanced? (Notice that, because of the symmetry of the network, 
the answer is the same for each positive edge, and also for each negative edge; so 
it is enough to consider this question for one of the positive edges and one of the 
negative edges.) 

Figure 5.18. A network with five positive edges and five negative edges. 
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A 

+ + 

B 1-------{ c 
+ 

Figure 5.19. A three-node sociai network in which all pairs of nodes know each other, and all 
pairs of nodes are friendiy toward each other. 

3. When we think about structurai baiance, we can ask what happens when a new 
node tries to join a network with existing friendship and hostiiity. in Figures 5.19-
5.22, each pair of nodes is either friendiy or hostiie, as indicated by the + or- Iabel 
on each edge. 

First, consider the three-node social network in Figure 5.19, in which all pairs of 
nodes know each other and all pairs of nodes are friendly toward each other. Now, 
a fourth node, D, wants to join this network and establish either positive or negative 
relations with each existing node A, B, and C. it wants to do this in such a way that 
it doesn't become involved in any unbalanced triangles (i.e., after adding D and 
the labeled edges from D, there are no unbalanced triangles that contain 0.) is this 
possible? 

in fact, in this example, there are two ways for D to accomplish this outcome, 
as indicated in Figure 5.20. First, D can become friends with all existing nodes; in 
this way, all the triangles containing it have three positive edges, and so they are 
balanced. Alternatively, it can become enemies with all existing nodes; in this way, 
each triangle containing it has exactly one positive edge, and again these triangles 
would be balanced. 

So for this network, it was possible for D to join without becoming involved in 
any unbalanced triangles. However, the same is not neccssarily possible for othcr 
networks. 

+ + 

1--------j c 
+ 

(a) (b) 

Figure 5.20. There are two distinct ways in which node D can join the sociai network from 
Figure 5.19 without becoming invoived in any unbaianced triangies: (a) by becoming friends 
with all nodes or (b) by becoming enemies with all nodes. 
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A 

B r-------i c 

Figure 5.21. All three nodes aremutual enemies. 

We now consider this kind of question for some other networks. 

(a) Consider the three-node social network in Figure 5.21, in which all pairs 
of nodes know each other and each pair is either friendly or hostile as 
indicated by the + or - Iabel on each edge. A fourth node, D, wants to 
join this network and establish either positive or negative relations with 
each existing node A, B, and C. Can node D do this in such a way that it 
doesn't become involved in any unbalanced triangles? 

• lf there is a way for D to do this, teil how many different such ways 
there are and give an explanation. (That is, how many different possible 
labelings of the edges out of D have the property that all triangles 
containing D are balanced?) 

• lf there is no such way for D to do this, give an explanation of why not. 

(ln this and subsequent questions, it is possible to work out an answer 
by reasoning about the new node's options without having to check a/1 
possibilities.) 

(b) For a different network, consider the three-node social network in Fig
ure 5.22, in which all pairs of nodes know each other and each pair is 
either friendly or hostile as indicated by the + or - Iabei on each edge. 
A fourth node, 0, wants to join this network and establish either positive 
or negative relations with each existing node A, B, and C. Can node D 
do this in such a way that it doesn't become involved in any unbalanced 
triangles? 

• lf there is a way for D to do this, tel! how many different such ways 
there are, and give an explanation. (That is, how many different possible 
labelings of the edges out of D have the property that all triangles 
containing D are balanced?) 

• lf there is no such way for D to do this, give an explanation of why not. 

(c) Using what you've worked out in Questions 2 and 3, consider the following 
question. Take any labelcd completc graph- on any numbcr of nodes-

A 

+ + 

B 1-------j c 

Figure 5.22. Node A is friends with nodes B and C, who are enemies with each other. 
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that is not balanced (i.e., it contains at least one unbalanced triangle). 
(Recall that a labeled complete graph is a graph in which an edge exists 
between each pair of nodes, and each edge is labeled with either + or -.) 
A new node, X, wants to join this network by attaching to each node using 
a positive or negative edge. When, if ever, is it possible for X to do this in 
such a way that it does not become involved in any unbalanced triangles? 
Give an explanation for your answer. (Hint: Think about any unbalanced 
triangle in the network, and how X must attach to the nodes in it.) 

4. Tagether with some anthropologists, you're studying a sparsely populated region of 
a rain forest, where 50 farmerslive along a 50-mile-long stretch of river. Each farmer 
lives on a tract of land that occupies a 1-mile stretch of the river bank, so their 
tracts exactly divide up the 50 miles of river bankthat they collectively cover. (The 
numbers are chosen to be simple and to make the storyeasy to describe.) 

The farmers all know each other, and after interviewing them, you've discovered 
that each farmer is friends with all the other farmersthat live at most 20 miles from 
him or her, and is enemies with all the farmers that live more than 20 miles from 
him or her. 

You build the signed complete graph corresponding to this social network, and 
you wonder whether it satisfies the Structural Balance property. This is the question: 
is the network structurally balanced or not? Provide an explanation for your answer. 


